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1 Preliminaries 
 
Many measured characteristics of observational units that are the subject of 
statistical analysis  in empirical research are categorisations. They are  
represented in data as one of a limited set of  mutually exclusive and 
collectively exhaustive set of labels. Often operational definition places the 
labels into a meaningful unambiguous order. Ordered categories ensue. 
Sometimes consecutive integer numbers are attached to category labels in 
coding. However,  it is only the order relationship amongst these numbers that 
have any substantive meaning. Indeed, any set of numbers may be applied as 
labels providing it is only the  monotonic ordering of the number values that  is 
construed as having any such meaning. Thus as they stand the explicit  
numbers  possess minimal properties. These make them  very low in the 
hierarchy of measurement scale  levels  expounded in standard literature (e.g. 
Torgerson,1958). For example, without further qualification, distances 
between the  numbers have no relevant interpretation. For instance, using 
consecutive integers, an observation of unity is lower than another measured 
as three on the characteristic. However, a  difference of two between  these 
values has no relevant meaning. It  certainly cannot be interpreted in distance 
terms as representing the same difference as that between two observations 
with   values of  two and four. In short there is lack of a well-defined 
measurement unit. Sometimes, of course a chosen set of numbers for the 
ordered categories  are interpreted as scores and  such  higher scale 
properties ascribed to them. It may be clear that some extra assumptions are 
required before this may be regarded as a legitimate jump. Often in statistical 
analyses these assumptions are not made explicit. Most of these aspects of 
the nature of ordered categorisations are fairly widely understood. However, 
discussing them at the outset recognises the important role they play in 
controversies surrounding the proper statistical treatment of such variables.    
 
The examples of  this type of  variable that will be  used in later discussion are 
drawn mainly from the field of education. They will usually be outcome grades 
in  educational assessment. Other examples are five or seven point rating 
scales of  benefits evaluated by surveyed respondents to some aspect of their 
education. However, they arise in most areas of empirical research and 
particularly in the social sciences. In  diverse areas such as psychological or 
behavioral research, medicine, and economics  concepts such as intensity of 
feeling, severity of symptoms, or depth of satisfaction  arise. After operational 
definition observational data is often cast in the form of a set of ordered 
categories. Sometimes they may be  constructed as derived variables  based 
on sets of  'harder measurement' and may reflect complex concepts. Much 
used categorisations of socio-economic status are of this nature.  
 
However, whatever their source, the recorded data to be subjected to analysis 
will possess strictly only limited measurement properties. Later,  grades at  
General Certificate of Education at Advanced Level  ( A levels) in England 
and Wales will be used. This  example serves to illustrate ways in which extra 



  

scaling assumptions are often made beyond the restricted properties. It also 
serves to illustrate the potential  impact of another major characteristic  of  
ordered categorisations; the fact that often by definition they severely group 
observed units. The A levels are mostly  taken by potential higher education 
entrants. They usually take three or four specialised   subjects. Each subject 
performance has an ordered grading  from A  to E or Unclassified. The 
Universities Central Council for  Admissions ( UCAS), through which British 
universities conduct their admissions process, arbitrarily  assigns the  
numbers  !0, 8, 6, 4, 2, 0 to these  grades in its tariff. This is 'so far so good' 
since the numbers are only meaningful substitutes  for  alphabetically ordered 
grades.  However, UCAS now allows arithmetic on these numbers and 
aggregates the different subject grade numbers to arrive at a point's score. 
This is more often than not used as an admissions criterion by many 
university admissions tutors. However, some  others recognise potential 
dilemmas and specify specific subject grades. Perhaps more importantly, 
these aggregate  points scores are used by government departments in 
constructing ubiquitous school and college league tables. This has policy 
consequences. To anticipate later discussion these student points  scores are 
also used as  student responses in linear and multilevel models of educational 
progress. Implicit in all these  exercises are scaling assumptions which are 
rarely made  explicit. The numbers have been  taken to represent equal 
intervals on an achievement scale and a measurement unit artificially 
constructed. Further the scale is supposed comparable across subjects. It is 
debatable whether these exercises are justified but it is hardly surprising that 
much controversy surrounds the practice.  
 
The grouping of values exemplified by this grading, also has important 
implication in the exercises and more generally . By definition two students 
with grade B in a subject, and scored 8,  must perforce be  treated in the 
same way. Many arithmetic or statistical operations  that implicitly treat  
scores as equivalent to units on a measurement scale can be  and are 
performed. These will  effectively treat the two students as having equal  
achievement  when in fact it is undeniably known that they may come from a 
fairly wide band on that characteristic. By contrast, the statistical treatment of 
ordered category responses in multilevel models  that we later espouse 
respect the integrity of this grouping.  It will also be seen later that the fact of 
grouping may in some respects be more important than arbitrary scale 
assumptions in judging the quality of various methodological approaches. 
 
In the example of A level grades it is fairly easy to see the nature of the 
grouping underlying an observed ordered category. More often than not,  the 
grades will have been awarded on the basis of  a more or less continuously 
distributed set of marks ( although even here natural scaling questions arise). 
Usually these will have been grouped in some way and only the grade 
revealed. Observationally and for subsequent analysis this is all that may be 
known. If grade cut points on a continuous and objectively agreed scale are 
also known then to some extent scaling issues may be resolved. However, 
even if this or some other  way is  found to resolving  the scale issue, 



  

observationally the important fact of the  grouping remains. Sometimes, the 
nature of grouping for other types of  ordered categorisation variable is 
perhaps less easy to see. As an example, suppose in a survey of university 
graduates a  question was asked of respondents about how they felt their 
higher education contributed to their securing a good income, The recorded 
data might be  on a six category rating scale  ranging from 'not at all' to 'a lot'. 
The category chosen by respondents will be the one that most closely 
approximates their qualitative views. The observations are direct and not 
derived from more basic measurement. To the extent that two individuals give 
the same response they are observationally equivalent. However, implicit  is 
the notion that a more refined measuring instrument may have been more  
discriminating on the quality in question, 'intensity of feeling'. In the limit  and 
with enough discrimination there might be no necessity for grouping 
responses. The category responses only arise because  such a refined 
measurement instrument is not chosen. A complete ranking of the individuals 
would resolve any grouping issue. Here, however, by contrast there can be 
recognised unit of measurement of intensity, however fine the groups are.. 
 
A key to linking these various ways in which ordered category variables can 
arise is through the concept of a  latent variable (lv). This concept will also 
have a major role to play in  the interpretation of the multilevel models that will 
be introduced. Latent variables have appeared in many guises in the literature 
but basically they refer to unmeasured or unmeasureable characteristics. One 
way they have been used is to model relationships between  sets of 
observable variables, and factor analyses gave rise to many early  examples. 
The latent variables  become  unmeasured  characteristics of which the 
observable may be seen as indicators. General types of latent variable 
models are discussed comprehensively by Bartholomew (1987). 
Relationships to traditional factor analysis were recovered in an early  
discussion by Fielding (1977). Bartholomew (1995) discusses the rapid 
developments in the use of the notions. Latent variables are also the basis for 
many developments in structural equation modelling  which have seen rapid 
advance in recent years. In the context in which  it is  used in this chapter  the 
concept is rather simpler in formulation. It might be supposed that underlying 
the  ordered categorisation of 'intensity of  feeling'  there is an unmeasured 
latent continuity. The more  discriminatory the measurement process the more 
nearly will positions on  this latent variable be tapped.. For observation,  it 
may be supposed that the ordered categories represent contiguous intervals 
on this variable. Even so there is no natural unit of measurement of intensity. 
Even if the measurement instrument were so refined as to remove the 
necessary grouping the resultant ranking would not represent  a 
measurement with interval scale properties. In this context any scale chosen 
to represent a latent  variable is subject to the same provisos as category 
scores. The properties possessed are still only ordinal ones and  the scale 
must be arbitrary. Indeed from a measurement point of view  the choice of  
say integer scores for categories is effectively treating the categories as 
equally spaced  along a latent continuum of intensity. Resolution of  grouping 
through refined measurement may be further proceeded.  However, the use of 



  

ranks or a monotonic transformation of them as a way of measuring the latent 
variable is entirely arbitrary. Arithmetic or statistical operations on them, 
according to context might require unwarranted assumptions that the latent 
variable had a natural unit of measurement. 
 
This may seem like overstating the case, which to some extent it is. The 
arguments derive from a purely measurement perspective. However, the 
adequacy of the assumptions in resolving problems of  arbitrary 
measurements must be seen in the context of statistical operations or models 
in which they are used. This latter issue will be pursued more fully later in the 
current specific  context  of ordered category responses in multilevel models. 
However, some further general insight may be gained by also examining the 
example of  A level grades introduced previously. This may still be interpreted 
using the linking idea of a latent variable, though performance in an A level  
subject  may be thought less recognisable in such terms. Since it is based on 
objective tests or examinations it may seem rather a 'harder' measurement. 
However, a latent characterisation is as just as potent and useful. For 
observation and further analysis the data comes as ordered categorisations. 
As they stand they represent  intervals on some measured ability scale, but 
usually the interval cut-points may be unknown. It may be arguably accepted 
that the original measurement instrument leads to the underlying performance 
scale with higher level measurement properties. However,  it is still latent 
since it is remains  unmeasured and unrevealed to the user of the data.  As 
such it is subject to the same considerations as latent variables such as 
intensity of feeling. For any purpose at hand, attaching scores to grades  is 
making arbitrary  assumptions about an appropriate form of scaling for  the 
underlying latent variable. The  undoubted problems that  arise from the 
grouping itself  may be left aside at present. The UCAS procedure implicitly  
assumes  a  latent scale of achievement  that has been equally divided in 
forming the grades. This will not usually be the case. A common form of 
further analysis of  grade points, sometimes aggregate,  is  as responses in  
explanatory linear and  multilevel models. The crucial assumption here is that 
the fixed and random effects are operating linearly on the chosen point's scale 
for the latent performance variable  and not on some one, which might be 
more appropriate. It is not uncommon in the literature to see comments such 
as, say, coming from one type of school rather than another makes a ' 0.8 
grade point difference' to the outcome.  Implicit here is an assumption that an 
explanatory linear model for grade points is operating on a  particular scale. 
The statements compound this  by assuming that this scale is also a natural 
unit of performance. Other choices of scale , such as normalised scores,  are 
often arbitrarily chosen, sometimes to meet other assumptions required for 
model estimation.. These, however, do not remove the arbitrariness. They 
substitute one set of assumptions for another. The model  effects are now 
assumed to operate on an alternative normalised scaling of the latent 
variable. 
 
Statistics is about the art of good  approximation. Thus it may be said that 
such procedures are not entirely  inappropriate if the assumptions are fair for 



  

such approximations. However, for  all statistical modelling exercises, it must 
be made clear  what the assumptions are and what are their implications. It is 
some of these implications that are dealt with in the development of modelling 
procedures to be discussed. There is a widespread practice of routinely 
applying traditional linear regression, linear mixed and multilevel models to 
scored categories as if they were data on continuously varying responses with 
a unit of measurement. It is certainly almost the norm in recent and rapidly 
developing multilevel modelling in studies of educational outcomes. Despite 
the measurement and modelling caveats  being well  known , their impact is 
often ignored in  discussion of empirical results. The familiarity, and  ease of 
both access and understanding  of standard procedures. encourages their 
routine application. Sometimes this may be appropriate even as an 
approximate procedure for a particular analytical aim. However, without  some 
accompanying justification of  implicit  sets of assumptions this is not always 
easy to judge.  
 
The specific focus of this chapter is the treatment of the ordered category 
responses in the context of multilevel structures. The discussion will also 
extend to more complex structures involving cross-classified random effects 
at certain levels. At  the outset and to set the scene  some of the contrasting 
merits and disadvantages of treatments using arbitrary points scores in 
continuous variable response models will be further discussed.   References 
to some of the appropriate literature will be reviewed. To follow, and by means 
of a basic example, some implications of the intertwined issues of arbitrary 
scales, grouping  and linearity of effects on arbitrarily chosen scales will be 
further explored. This will discuss aspects of  both model estimation and 
results interpretation in the context of assumptions made.  
 
The main developments will then focus on methodology and applications for 
directly dealing with ordered category responses explicitly and at no higher a 
level of measurement than their operational construction allows. These 
models for multilevel and cross-classified structures are part of a family of 
models that have been labeled generalised linear mixed models (GLMMs). 
McCulloch (1999) is a good recent general discussion of this general class 
and of  associated estimation procedures. In principle as the inclusion of 
mixed in the designation implies they extend the construction  of generalised 
linear models (GLMs) by inclusion of random effects. The GLMs have been  
popularised by the work of McCullagh (1980) and McCullagh and Nelder 
(1989).  As will be seen,  the grouped nature of the data ceases to become an 
issue but by choice of specific model  some assumptions still need to be 
made about  how  effects operate linearly and additively. However, these are 
fairly general and by the their very nature the models are flexible. Importantly, 
it is usually necessary to make explicit the reasons for any  scale assumptions 
made. In discussing applications contrasts will be drawn in many places with 
corresponding models with category scores..  
  



  

2 Further  Considerations  and  a Simulated Example of  the Effect of 
Scoring 
 
Much  practice of  basing  summary analyses, or more sophisticated statistical 
modelling procedures, on arbitrarily scored rank order data implicitly assumes 
such scores reflect a continuously distributed variable. This conveys 
undoubted practical advantages that cannot be over stressed. Most usually 
such procedures are more widely known , their ramifications more highly 
developed., and interpretations of results more widely understood. In the  
contemporary climate ready access to  and familiarity with standard statistical 
software is also a prime consideration. In the context of multilevel models the 
early rapid developments have been for continuously distributed responses 
and it is not surprising that such methods have been  applied to  arbitrarily 
scored ordered data. 
 
However, most procedures require assumptions, which must be 
approximately satisfied if the results of estimation, or inferences based on 
them, are to be acceptable. Most critiques of  modelling using scores 
surround the questionability of such assumptions. This will be the main focus 
to be discussed. 
 
However, as mentioned previously there may be some uneasiness attached  
to interpretation of arbitrary scored scales as if they were natural, even when 
used as a modelling device. This is really a substantive question surrounding 
the interpretability of  results from fitting a  model. Arithmetic on  such scales  
to provide aggregates is an obvious focus of concern. Yet some writers 
extend such concerns to their use as  responses in explanatory models. This 
is usually because  interpretations of results may implicitly assume the 
arbitrary scale is a natural one. A typical objection on measurement grounds 
is exemplified by a standard econometrics text: Greene (2000) states baldly 
that , 'if the responses are coded  0,1,2,3, 0r 4 a linear regression would treat 
the difference between a 4 and  a 3 in the same way as a difference between 
a 3 and a 2 , while in fact they are only a ranking'. In fact the linear regression 
in question may indeed  be approximately sufficient for some context. Thus, 
this  type of critical statement  is really  a measurement issue connected to 
interpretations placed on results of regressions. Substantive meaning has 
been attached to rank orders  as if they were units of measurement. Results 
based on  grade scores are assumed to relate to grades as a higher level unit 
of measurement  Although a linear regression may be the model referred to, 
these sort of objections really  surround the interpretation of the  
measurement itself rather than the model in which it has been used. 
 
When scored responses are analysed by a linear model , multilevel or 
otherwise, many assumptions are made. The main assumption must be  that 
the linear specification itself is an appropriate one. There may be grounds for  
asserting this even when the scoring is arbitrary. If such a model reflects 
approximately what is going on in the empirical setting then the practical 
advantages of using such a model will ensue. The main feature of the  



  

specification is that the explanatory  variables ( which may include 
interactions, polynomial or other compound effects) and random terms 
operate linearly and additively on the arbitrarily scored scale. The assumption 
is that the response, however scaled, is governed by this specified 
mechanism. It may even  be appropriate , if a rank order scale is used for 
instance, to assume such a model as a reasonable approximation. The 
problem is that such assumptions are often seen as arbitrary and rarely 
questioned. Scores are often chosen for convenience as much as anything 
else. Where response data is actually continuous, monotonic transformations  
prior to fitting linear models are common enough in empirical research. Log 
transformations of income,  for instance, are used in econometrics to convert 
multiplicative effects. Here, there are theoretical or substantive grounds for 
the choice of transformed response scale. Scores that reflect  parallel 
monotonic transformations of ranked data may reflect similar operations on a 
latent scale. However, only very rarely are there similar justifications for a 
particular choice  of scoring scheme. Different choices of scores may be 
made by various monotonic transformations preserving the ordering. Many of 
them, when modelled,  may  be interchangeable in   reflecting adequately 
enough the real nature of the modelled situation. However, it may be 
supposed that  a linear model  specification is the  true one for a particular 
scoring scheme. If this is the case then it  cannot also be true for a non-linear 
transformation to some other arbitrary scheme,  except perhaps in an  
approximate sense. Indeed, an arbitrarily chosen scheme may be entirely 
inappropriate. Without a  sound basis for an assumed specification or very 
extensive investigation beyond practical limits, the scheme remains open to 
question. This very arbitrariness of a scored  response scale is  at the root of 
many objections that have been raised  in the literature, which is reviewed in 
Fielding (1999). 
 
The focus in this section so far has been on choice of arbitrary scores  and 
their impact on specification of models. However, even if these could be 
resolved,  the grouped discrete nature of the responses gives rise to a 
number of  modelling, estimation and interpretation problems. These  will not 
arise for the generalised procedures that will be introduced. They directly 
account for the grouping. Some problems are common to those arising  even  
when the observed groups are formed with known cut-points from a natural 
unit of measurement. It is well known that in this situation standard regression 
procedures using category scores (possibly mid –points) can  produce very 
biased regression parameter estimates and incorrect standard errors 
(Haitovsky, 1973; Stewart, 1983). Most models assume conditional 
disturbances and hence responses are continuously distributed ( possibly 
normal ) but this is cannot be  reflected in the operational responses. This fact 
is largely responsible for the estimation problems with regression coefficients. 
As will be seen in the simulated example below variance component 
estimates in multilevel models may also be misleading. Thus for ordered  
category data even if  a scoring scheme is chosen to reflect a correct model 
specification for some underlying continuous latent variable these features 
remain. Resolution of arbitrary scaling does not resolve the problems arising 



  

from the  discrete nature of the data. The grouping issue compounds the 
arbitrary scaling one and would exist even if it were accepted that a model 
specification was appropriate for the arbitrary but underlying latent scale. 
 
There are other related difficulties connected to the discreteness of the 
response data. McCullagh and Nelder (1989) have raised the issue of 
ambiguity of estimation results or inferences that  can arise  when new 
responses are formed by possibly arbitrary amalgamation of old adjacent 
ones (or their desegregation). If scored responses are used in continuous 
variable regression models rules must be devised for scoring schemes to 
remove these ambiguities. Choosing scores for categories as their conditional 
mean scores (CMS)  under an assumed distributional form for an underlying 
latent variable have been suggested as a possible scheme. Fielding ( 1998 ) 
gives a fuller theoretical  discussion of these. Ranges of different CMS 
functions are contrasted in an educational application by Fielding (1999). It 
may be noted that the use of  integer points category scores , or equally 
spaced linear transformations of them, do lead to the ambiguities. Hedeker 
and Gibbons (1994) also  discuss the distortions that may arise due to  'ceiling 
or floor effects' if grouped scored responses are used in multilevel linear 
models. If, as may be supposed, the end categories reflect open intervals on 
some latent scale then extreme recorded category scores can rarely reflect 
responses to extreme effects of explanatory variables. An earlier contribution 
by McKelvey and Zaviona (1975) discusses  the biases that can arise from 
such effects in  traditional linear regression models. In many investigations the 
finding of significant polynomial terms or complex interactions in explanatory 
variables have been attributed to these distortions due to grouped arbitrary 
scores. 
 
The balancing of the practical advantages of using scored responses in 
continuous response multilevel models and the critical issues just  raised, may 
best be exemplified by a basic simulated application. Further, the questions 
about measurement, specifications of models, and grouping might be clarified 
by this example. 
 
A  simple  two level   population structure arising from a real 'value added'  
work in education  is the example. A data set was  simulated from the model  
 

0.042 0.590ij ij j ijy x u e= − + + + . 

 
The xij  is a standardised prior ability measure of student i within establishment 
j.  The yij  is an outcome measure of performance in a subject at  A level. The 
uj are level 2  random establishment effects and eij  are pupil level 
disturbances at level 2. They are assumed to have the usual normal  
distribution and independence  properties of standard multilevel models, with 
variances are set at 2 0.0880uσ =  and 2 0.5540σ =  respectively. The structure 
simulated represents a large empirical situation of 45,567 students within 
2505 establishments. The minimum number of students in an establishment is 



  

18 and  the maximum 166. The prior ability measures were taken from the 
original data set. A basic multilevel model using the restricted  iterative 
generalised least squares procedure of MlwiN (Rasbash et al, 2000) was  
fitted to the simulated responses. This  yielded intercept and slope estimates 
of  –0.040 and 0.592 with estimated standard errors of 0.007 and 0.003 
respectively.  The level  2 variance was estimated as 0.0902 and that for level 
1 at .0.5536. As might be expected these reflect the simulated structure very 
well. 
 
Different schemes for grouping the responses are considered. Initially the cut 
points of these groups are on the  known response scale. This facilitates 
examination of the important impact of grouping and choice of values to 
represent the group scores. This is free of the scaling considerations and 
investigates what might happen if the model was indeed appropriate for a 
chosen underlying scale. This is useful since it is felt that the discreteness 
issue is possibly of most importance, irrespective of whether a model is 
appropriate for arbitrary scores. Then  it  is  seen what might happen if it was 
assumed that some of the grouped  data came  specified only in the form of 
ordered  grades. Impact of different scoring schemes, and in particular equal 
interval  category scores, are illustrated. In all situations a standard multilevel 
model is fitted with MlwiN using the group scores as responses. 
  
Table 1 deals with results for  a limited range of the many ways of grouping 
and scoring the simulated response. Known cut-points divide it  into 20, 10 
and 5 categories, They serve to illustrate some points raised in the previous 
general discussion. The range of  the simulated response was –3.98  to 3.90. 
Once a grouping scheme had been set up mid–points were used as scores. 
However, since grouped data often comes revealed as open ended the 
arbitrariness of attaching scores to end groups can also be examined. This 
will be exemplified only for some 10-category cases since this well illustrates 
the general influence of the choice. The table and Table 2 to follow use the 
following schemes.. 
: 
(i) 20  groups of equal size ( the same number of observations in each) 
(ii) 20 groups with equally spaced  intervals along the range 
(iii) 10  groups of equal size  
(iv) 10 groups  of equal size with end groups scored –2.2 and 2.2 
(v) 10 groups  of equal size with end groups scored –1.8 and 1.8 
(vi) 10 groups with equally spaced  intervals along the range 
(vii) 5  groups of equal size 
(viii) 5 groups with equally spaced  intervals along the range 
(ix) 20 groups with % distribution of observations in group order: ( 5x3%, 2x 5%, 2 X 8%, 

2 x9%, 2 x 8% , 2 x 5%,  5 x3%) 
(x) 20 groups with  intervals occupying % of range ( 5x3%, 2x 5%, 2 X 8%, 2 x9%, 2 x 

8% , 2 x 5%,  5 x3%)  
(xi) 10 groups combining adjacent categories in (ix) 
(xii) 10 groups combining adjacent categories in (x) 
(xiii) 5  groups combining adjacent categories in (xi) 
(xiv) 5  groups combining adjacent categories in (xii) 
 



  

At the outset it should be stressed that in this simulation example the 
distributional properties of the underlying response are known. It is also 
known  that the   multilevel  model is correctly specified for the scale of that 
response without further transformation. In other empirical situations any 
grouping may come as basic raw data and these properties may not  always 
be  known without further assumption. It may be also be  noted that in these 
cases the overall  variance of responses calculated from grouped  scores 
(rows a in Table 1) is usually larger than the raw response. This particular 
grouping effect is a contributory factor to the deficiencies of estimation 
properties discussed in theoretical literature for single level models. In 
practical analyses with grouped data, the location and variance of the 
underlying continuous response will not  be  known.  However, here they can 
be matched by linear transformation of group scores. Results in Table 1 (row 
b) show that this effect of  grouping may have a significant impact. There is 
considerable detail in this table that could be examined. However, some 
general lessons may be learned about the impact of grouping. Firstly, and 
obviously, whatever the scheme the smaller the number of groups and the 
less discriminating  the response scores the wider of the mark are the various 
estimates. The more groups there are the closer the modelled responses 
reflect the underlying continuous response. The results for twenty groups are 
quite good but in practice the number of operational groups is rarely so large. 
Secondly, in contrasting  case distribution schemes with those of range 
division,  the quality of estimates  will depend to a large extent  on how scores 
match the true conditional averages of all cases in a group. Results have 
been presented only for groups formed by  some  equal and  particular 
symmetrical divisions. No acute generalisations are possible beyond these 
results, since  in practice quite diverse skewed formations of groups may be 
operable. In these examples, without the  linear transformation that would not 
usually be possible, groups formed from distributional considerations appear 
inferior. In the latter case choice of mid-point scoring may be less respectful of 
underlying distribution of  scores within a group. Where groups are chosen by 
intervals the midpoints may  be a better reflection of the conditional mean of a 
group. The effect is also partly reflected in the fact that for interval 
apportionment the overall variances of scored responses are quite close to 
that of the true response. Thirdly the diverse  results for the ten-category case 
demonstrate the important sensitivity to choice of end-point scores, which in 
practice may be quite arbitrary. Without the linear transformation the first two 
choices give  extremely  unsatisfactory estimates. The last, which is actually 
more respectful of the true (known) distribution in end categories,  is 
somewhat better. Decisions on end-point scores may be crucial in impacting 
on ceiling and floor effects. Fourthly ,  one of the direct concerns of multilevel 
modelling is with hierarchical variance components.  It  may be observed that 
the grouped impact on the estimates of these are possibly more severe than 
estimates of  fixed parameter slopes. Fifthly, the intercept estimate is related 
to the mean of the  grouped response since the explanatory variable is 
standardised. Means are less sensitive to grouping and thus this estimate is 
satisfactory in most cases. Finally, typical practical groupings of ordered 
categories will rarely have as many as ten categories and  often not much 



  

more than five (e.g. rating scales). Thus estimates for the latter situation are 
of  specific interest and in all cases are very much different from  true values. 
 
Table 2 presents some  results on the various grouping schemes for some 
types of arbitrary score. They apply  if it were now  assumed that nothing was 
known about the group formation. This  type of ordered category response is 
the direct interest of this chapter. Additional to grouping effects, there is now 
no information about the  latent  measurement scale on which the multilevel 
model actually holds. It is a routine procedure, certainly in multilevel 
applications is to choose equally spaced  (often integer)  grade  scores. The 
first set of  results in Table 2 ((i)-(xiv)) examines the effect of  assuming these 
reflect the underlying latent response on which the model operates. For 
ungrouped data the corresponding  latent response modelled  would be a set 
of ranks rather than the raw measurements. Thus in reality they reflect a 
particular type of monotonic transformation of the true measurement 
responses. The integrity of estimates in multilevel linear models  is invariant to 
linear transformations of response. Thus to examine the effect of such 
arbitrary monotonic scaling transformations per se , it has been  again 
convenient to standardise the scores  to match  the mean  and variance of the  
raw simulated response. The results are an expression of the juxtaposition  of 
the  impact of  aggregation by grouping, and assumptions that the multilevel 
linear model is appropriate for a chosen arbitrary scale ( when it may not be). 
In interpreting results in research reports any  problems arising from this  are 
often compounded by treating the arbitrary  response scale as if it were a 
natural one for the concept to hand.  
 
Concentrating  initially on these results for linearly transformed grade point 
scores,  a number of general  remarks may be made. Firstly , the results  for 
equally spaced groups ( (ii), (vi), and (viii) ) should  correspond to those of 
Table 1. In the main they do. Differences are due to  differential treatment of 
end-groups.  Secondly , on comparing with the standardised results for equal 
sized groups in Table 1, the arbitrary equal interval scores have compounded   
the deficiencies of grouping for ten and twenty categories. For the highly 
relevant five groups the results are similar. This may be due to the fact that for 
few groups,  mid points in any case provide a liberal scale. They stretch  the 
true conditional means. Thirdly,  arbitrary equally spaced  scores give broadly  
similar results to the standardised versions in Table 1 for schemes (ix)-(xiv). 
The particular choices of symmetric groups here give rise to similar scoring. 
There is no guarantee that, with other  relevant but differently formed groups, 
arbitrary scores will not add to grouping effects. 
 
The second set of results in table 2 is for a range of other possible arbitrary 
scoring schemes. For the specific interest  reasons stated earlier,  they 
illustrate only the five category situations. The scores arise from examples in 
the literature but are all particular forms of conditional mean scoring functions. 
They assume that a standardised latent variable underlying the ordered group 
response has a particular distributional form. From the empirical distribution of 
cases over categories and the properties of the distribution,  the conditional 



  

means  of cases in given categories can be found. The  latter are applied to 
the categories as conditional mean scores (CMS). Fielding (1997) discusses 
their  theoretical basis and gives formulae. In Fielding (1999) interested 
readers may find an empirical education example, contrasting specific forms 
with the GLMMs to be discussed later.  Ridits were first introduced by Bross 
(1958) and have been widely used, particularly in the epidemiological 
literature. They have been given many useful  characterisations but may be 
shown to be simply uniform distribution CMS. Normal CMS and Logistic CMS 
assume standard normal and logistic distributions respectively. Mosteller and 
Tukey (1977) have recommended the Logistic CMS function for application to 
educational grades. The logistic and normal are similar distributions except 
that the former has slightly heavier tails. They often give similar results in 
practice. As will be seen they are also closely related  to the logit and probit 
link functions that will later be used in GLMMs for the ordered responses. The 
Weibull or  extreme-value CMS is a specific  choice of  a skewed distribution 
function and relates to the complementary log-log links and proportional 
hazards used in GLMs. Some writers have suggested chosen skewed scores 
to reflect subjective ideas  about positions of chosen categories on a scale. 
Clogg (1982) discusses some examples in the area of  rating of feelings. 
 
Unless assumptions made about the latent  scale on which the model 
operates  are verifiable all choices may be seen as arbitrary. Whatever the 
choice and whether it is appropriate or not, all choices will be subject to 
grouping effects. The true response  has marginally  a mixture of  conditional 
normal distributions. Since the explanatory variable is also normalised we 
might expect  marginal normality. As this is known a choice of Normal CMS 
may seem appropriate. The results verify this to some extent but  with case 
(iv) the grouping effects are such as to make even this analysis a poor one. 
Here, as is often but not always the case, the Logistic CMS give almost the 
same results. It is also actually easier to apply.  Ridits on groups formed by 
dividing the measurement interval provide reasonably satisfactory  results but  
very poorly on case distribution choices. The Weibull CMS seems not to 
perform too badly compared to other scores with respect to the fixed 
parameter slope estimate. However, the level 2 variances are consistently 
underestimated and level 1 variances overestimated. 
 
The analyses are of a situation where we know the correct model and the true 
distribution of an underlying response scale. They have demonstrated what 
might happen when data has been arbitrarily grouped and scored. In a  
practical data situation the analyst is faced  with the set of  categories and it is 
only their ordering that is known. To use a continuous response multilevel 
model  arbitrary choice must be resolved. Even if  a choice is made which is  
based on a  latent variable that happens to be  correctly governed by the 
specified model,  the grouping effects may still distort results. The simulation 
results may have reinforced the notion that faced with arbitrary choices the 
analytical results may be unpredictable and misleading. These results have 
been given with some detail since it is felt that the issues raised are often 
bypassed  in routine application of software. Typical response data arising 



  

often have many fewer than ten categories. It is in these situations that the 
consequences may be more severe.  It must also be remembered  that the 
models will usually  assume continuous, and usually normal, distributions for 
disturbances. Much of inference validity depends on this. Clearly with discrete 
responses such distributions can be neither normal nor continuous. This is so,   
even if an underlying latent variable with good scale and model attributes can 
be chosen with these properties. A general case can then be made for 
generalised linear mixed models which  treat responses at no higher a level 
than their operational construction allows. These modelling developments will 
now be developed. Additionally in passing some further contrasts will be 
made to scoring models without detailed analytical results, and some 
literature references will be given. This material  may make it apparent that 
there are other disadvantages of scored response models not previously 
explored. The routine application of scoring models may seem simpler in 
practice but only at the expense of ignoring many of these features. 
 
3 Modelling ordered categories in  multilevel  hierarchies 
 
To outline the basic methodology of multilevel GLMMs for ordered categories 
some basic  two level structure  examples will now be discussed. 
 
3.1 Example:  Progress in Primary School Education 
 
To assist teachers in meeting learning needs of individual children baseline 
testing programmes have been set up in Local Education Authorities (LEAs) 
in England and Wales.  Very young children are assessed on their joining the 
reception classes of primary schools. It has become possible to trace their 
progress  through  to the statutory Key Stage 1 (KS1) curriculum standard 
assessment  tests (SATs) taken  two years later. The data  used is two level 
with 4444 children in 114 schools from one large LEA. The response outcome 
modelled is a KS1 Reading national test. A  combination of  four  standard 
levels with a fine grading of level two  yields six ordered grades.  
 
In developing a multilevel model for this  response there may be a variety of 
analytical aims. Some of these can  be outlined although generally there is a 
wider  substantive interest in factors affecting educational outcomes. Relating  
outcomes to prior ability measures mainly by linear models has  been widely  
developed in the study of progress, or 'value added'. It has also been 
recognised that other individual and school socio-economic control variables,  
though often correlated with ability, may  make net contributions to progress. 
Understanding the nature of the combined  contribution of these explanatory 
factors is a particular aim. Such models have informed target setting based on 
known individual characteristics at baseline. To facilitate such exercises the 
assessment of potential explanatory factors is an aim. Sometimes in the 
absence of prior ability  measures targets have been designed  controlling for 
only certain other characteristics. Such targets are also set at the school level. 
Thus implicit in national literacy targets for schools (Department for Education 
and Employment [DfEE], 1997) is the sole use  of percentage of children 



  

eligible for  free school meals, an easily available measure. Where fuller  
information is available and appropriately modelled,  predictions may assess 
to what extent such procedures are possible. Indeed one of the main aims of 
the models to be discussed is to estimate probabilities of  achieving certain 
grades given  individual profiles on  sets of explanatory characteristics. 
Presented pictorially these are often referred to as 'chances' graphs'. In the 
United Kingdom there is also a growing government concern with 
performance indicators, and in particular for schools. The estimation of school 
effects on progress through well-specified multilevel models , controlling for 
relevant variables,  establishes a sound methodological basis for  these.  
Even here, though, caution must be exercised before wild comparative 
conclusions are drawn (Goldstein and Spiegelhalter, 1996). In exemplifying 
the model approaches detailed  substantive results in the direction of  these 
sort of aims will not be  fully explored.  However, they may be seen as 
background  motivating the methodology. A  detailed  substantive account  of 
modelling the KS1 Mathematics test on the same children is given by Fielding 
(1999). There were  sufficient and  considerable differences in progress 
patterns to warrant the separate  analysis of reading. 
 
The overall distributions of  the responses are given in the detail of  rows 1-4 
of Table 3. The child  baseline assessment variables were in the seven areas 
of spelling, reading, writing, number, algebra, shape & space, and handling 
data. They are teacher assessments on a four-point scale. Thus they are also 
ordered categories. After investigation, however, it has been found 
satisfactory, to enter them into models as equal interval scales. They have 
been standardised to have mean zero and unit variance over the data. 
Definitions of the range of other  explanatory variables and some summary 
measures given in Table 4. They are mostly level 1 variable. Separate school 
level  data for contextual purposes, such as catchment area data, is 
unavailable. It will be seen , however, that aggregating child variables to the 
school level has formed some context factors. 
 
3.2   The Basic Model Formulation for an Ordered Category Response 
with  a Two-level Hierarchy 
 
With the example in mind some details of model specifications will now be 
considered. In common with the single level regression methodology outlined 
in  McCullagh and Nelder (1989), it is convenient to model the individual level  
cumulative response probability distribution over the set of ordered 
categories. The probability for the ith  child in the jth  school achieving at least 
grade s on the KS1 Reading test is denoted by ( )s

ijγ , for s=1,2,…5. By 

definition (6) 1ijγ =  and will not usually  be explicitly considered. 

 
An  observed response is usually a category code. To correspond to the 
above conceptualisation it convenient to consider this response as a five-
element multivariate vector of binary (0,1) indicators:yij= (1) (2) (3) (4) (5){ , , , , }ij ij ij ij ijy y y y y . 



  

For example, if the response is grade 1 then yij= {1,1,1,1,1} and if it is grade 3, 
yij={0,0,1,1,1}. The last category response gives yij={0,0,0,0,0}. Conditional on 
the set of probabilities, expectations are  E(yij)= (1) (2) (3) (4) (5){ , , , , }ij ij ij ij ijγ γ γ γ γ . For 

many situations  an individual's response  may  be considered multinomially 
distributed over categories. The symmetric  variance-covariance matrix  of  
the binary variables in  yij  will then have elements   ( )s

ijγ (1- ( )s
ijγ ′ )  for  s s′≤ . 

Extra -multinomial variation where these elements are each  multiplied by an 
extra parameter φ  is a further possibility. Reasons for this  with examples will 
eventually  be considered. It is worth noting that  multinomial variation at the 
individual level  depends directly on the expected values ( )s

ijγ . These in turn 

will be specified  in terms of  fixed explanatory variables and higher level 
random effects. For multinomial variation there are  no separate estimable 
variance  parameter akin to the individual  disturbance in continuous variable 
multilevel models. This fact of inseparability of parametric specifications of 
expectations and variances is often a source of some confusion..     
 
Multilevel model formulation is completed by specification of the set of  
cumulative probabilities for each individual child.  A particular  probability ( )s

ijγ  

can theoretically   range  between zero and one. Traditionally in the analysis 
of such expectations of binary variables they are functionally transformed  
through a 'link function' to F-1( ( )s

ijγ ), so  they can  range continuously along the 

real line. These transformed expectations may then be subjected to a full 
range of  linear effect models through  a linear predictor ( LP). In multilevel 
situations  the LP will be some form of standard continuous variable response 
model including higher level random effects, but excluding any level 1 
variance specifications. If F is the inverse of the link  function  F-1 , then   

( )s
ijγ =F(LP) is an alternative specification. However, each individual has a set 

of five cumulative probabilities with ( ) ( )s s
ij ijγ γ ′≤  for  s s′< . This has implications 

in constraining the choices of  both  F and LP. In general F needs to be of the 
form of a distribution function of some continuous random variable.  In this 

case a  choice  ( )s
ijγ = F(LP)= 1

1

{ ( )}
L

s ij jF x uθ β−

=

− +∑ l l
l

 for s=1,2,3,4,5 will be  

appropriate  for the  example application.  The xl variables will include such 
things as  baseline measures, gender, context factors ,possible  interactions 
and so on. The uj  are random school effects. The variance of ui  denoted by  

2
uσ  captures school heterogeneity.  

 
Some remarks must be made about the form of the LP. Firstly, 

1 2 3 4 5θ θ θ θ θ≤ ≤ ≤ ≤  is a necessary condition. Since F-1 is the inverse of a 
distribution function it will be non-decreasing in its argument. For a particular 

individual 
1

( )
L

ij jx uβ
=

+∑ l l
l

 is invariant. Thus the condition ensures that the 

cumulative probabilities increase in s as they should. Secondly, and as a 



  

consequence, for any  given individual  the sθ  are different intercept terms 

representing constant upward shifts in the LP , and hence  ( )s
ijγ , as they  move 

upwardly through the categories. Thus for model identification  the 
explanatory x-variables should not include separately a conventional intercept 
variable taking a constant unit value. Alternatively,  this could be included but 
then one of the  sθ  must be excluded. The included category parameters  
then contrast differences from the excluded one represented by the overall 
intercept. They then behave  in  a similar fashion to dummy variable  
parameters in conventional regression. Thirdly, as an interpretation 
convention only,  the negative sign after sθ  in the LP  is not  necessary.. With 

it,  a positive β implies  negative influences of a variable  on the cumulative 
probabilities, as does a positive uj. In turn this is an upward effect on the 
cumulative distribution and hence a positive effect on the ordered response. 
Fourthly, the above two level  model is  very basic and with a single level 2 
random effect but can be complicated much further. The methodology to be 
discussed can encompass most extensions  familiar in general multilevel 
modelling. We can, for instance, have many more levels. The slope 
coefficients can also be made to randomly vary over units at any higher level, 
and so on. For instance, with differential progress  the effect of a particular 
baseline measure or gender  may vary randomly across schools. Sometimes 
it is even useful to allow the category shift  parameters, sθ , to  vary  at higher 
levels. Yang (2000) has an example but this possibility will not  be further  
explored here. Finally,  for estimation and inference purposes any  random 
effects in the LP will be assumed to  have zero means and  be jointly normally 
distributed , and independent across the level units. Lee and Nelder (1996) 
discuss alternative distributional assumptions beyond the present scope. 
 
The link  F-1 , or its inverse F, must be chosen  to be complete the picture. 
Depending on context a  variety have been suggested and successfully 
applied.   Examples here will feature the logit and probit links , where  the F is 
respectively standard logistic and normal distribution functions. The  
complementary log-log link, based on the Weibull  extreme value variable,  
has also been applied in some contexts (e.g. Goldstein, 1995; Yang, 2000). 

The logit link gives alternatively, 
( )

( )
1

( )
1

s L
ij

s ij js
ij

n x u
γ

θ β
γ =

 
= − + 

−  
∑ l l
l

l , or   

( )

( )
1 1

exp{ ( )} exp{ }exp{ ( )}
1

s L L
ij

s ij j s ij js
ij

x u x u
γ

θ β θ β
γ = =

 
= − + = − + 

−  
∑ ∑l l l l
l l

, for 

s=1,2,3,4,5. The first  characterises the  LP as  the  log-odds of an 
observation being in category s or less. The second captures the attractive 
proportional odds property of the logit link. As the values of the effects change 
affecting the whole response distribution ( )s

ijγ , the effect on the set of odds is 

proportional.  Differences of log-odds and  odds ratios  for any pair of s and s' 
are thus each constant across all observations. Also,  on taking the 
differences of log-odds between a  pair of observations for any s,  ( )sθ  is  



  

eliminated. The resultant odds ratios are thus constant across  the five values 
for the pair, even though the pair have different sets of odds.  In these senses 

sθ  account for the order of odds in logit models. Of course, proportional odds 
are specifying  assumptions about the behaviour of the cumulative 
probabilities but have been found satisfactory in a wide variety of contexts. 
The probit model has no similar simple interpretation in terms of odds, but the 
complementary log-log link provides proportional hazards. In the logit,  since 
effects in the LP  operate linearly on log–odds, some useful interpretations of 
parameter estimates are possible. For instance,  in  Table 5 results for a logit 
model BL the estimated baseline number coefficient is  0.80.  This is   the net 
effect on log-odds  of  a standard deviation unit change in number. Such a 
change will shift  the entire response distribution in such a way that the set of 
five log-odds are all shifted by  a constant 0.8. Alternatively the net effect is to 
multiply the set of odds proportionally by a factor exp(0.8)=2.23. Thus the  
odds ratios for pairs of categories remain unaffected. School random effects 
are also additive on the set of  log-odds and operate proportionally in  similar 
ways..   
 
A continuous  latent variable characterisation will also be very useful in results 
interpretation. A postulated latent variable, lv, underlying the response may be 

supposed to follow a continuous variable multilevel model lv=
1

L

ij j ijx u eβ
=

+ +∑ l l
l

. 

Unknown cut-points, sθ , on this variable may further be supposed to form the 

set of  ordered categories. Category 1  is observed if 1lv θ−∞ < < . Category 2 
corresponds to 1 2lvθ θ< <  and so on to where category 6 is 5 .lvθ < < ∞  The  

probit model 1 ( )

1

( ) ( )
L

s
ij s ij jx uγ θ β−

=

Ω = − +∑ l l
l

ensues if the level 1 disturbance  ije  

is distributed as (0,1)Ν . The link 1−Ω  is the inverse normal distribution 
function. If the disturbance term followed a standard logistic distribution with  
variance 2 / 3π  the above logit model follows. In both cases the variance of 

ije has been (differently) fixed. This is usually necessary but will have 

implications.  By definition a latent variable is unobserved and has no  
measurement unit. The latter may be arbitrary up to constant multiplication but 
then with differently scaled effects. However, the category model based on 
observed categories cannot distinguish between these arbitrary choices. 
Fixing the arbitrary  measurement multiplier by fixing the  variance of 
conditional level 1 disturbances in the latent model is a way of  resolving the 
issue. With a free parameter  the category  model would not  be unidentifiable. 
Since the variance is being fixed it may as well be determined by standard 
distributions. 
 
In earlier sections arbitrary scoring scales for responses  chosen a priori were 
considered. Problems may arise  when, by assumption, linear models are 
forced onto them. In the  present  models, the nature of the assumed  
underlying latent response variable is more general in concept. In some 



  

senses it is a desire for a linear form of the latent model  that is postulated at 
the outset. It is supposed that there is some dimension reflecting the response 
construct for which such a model is appropriate. This is not unlike 
transforming measured responses to effect a specified linear model. However, 
since the operation is ultimately through the ordered response model , there is 
no need to specify a transformation. All that is required is to postulate its 
existence. This is a fairly general assumption. Flexibly, all that is required is 
that there be some such  lv  preserving the ordinality. All monotonic 
transformations of any suggested scale are under offer. It is true that there are 
constraints with different choices of link function since these suggest the lv 
has a particular distribution. If the probit  model is appropriate for some latent 
variable there cannot exactly be ordinality preserving one conforming to the 
logit or other links  with a linear LP. Within this though the choice is wide. The 
popularity of the logit may have more to do with its log-odds interpretation, 
although the probit fits more easily into the traditions of  linear mixed models. 
The probit sees wider use in econometrics. Approximately, however, both 
sometimes  give similar interpretative results, each is flexible and either may 
serve. The similarity of the logistic distribution to the normal apart from 
heavier tails is partly influential. However, if a latent variable interpretation is 
to be put on model results, the estimates  will be  relative to the chosen  latent  
scale with specified level 1 latent variance. Comparisons should usually 
recognise that the logit  differs from the probit on this  by a factor of 2 / 3π .. 
Similar considerations apply when comparing results on the same model form 
but with different sets of explanatory variables and/or higher level random 
effects. For example, differently specified  probit models will be  scaled 
relative to am implicit. unit  level 1 variance. This is usually not explicit in 
estimation results. These  directly give the impact of the LP on the scale of the 
link transformation of the cumulative probabilities. In standard linear  
multilevel educational applications interest often centres on changes in  
variances of the response at both levels  on the  addition  of further 
covariates. Prior  ability controls usually operate on  both levels. The 
variances are explicit  and the response scale remains the same. Thus these 
changes in variances on the addition of the controls are easily seen. Implicitly 
this sort of  underlying phenomenon will also be going on when categories are 
modelled. However, in the logit model, for instance there is no explicit level 1 
variance on the same scale  whose change can be studied  Changes in level 
2 variance estimates, 2ˆuσ  are changes in the variability of  log-odds across 
schools. They can only  be interpreted directly only  in such terms.  Changes 
in Level 2  variability of the underlying response on introduction of covariates 
are  more complex matters. It might be supposed , for instance, there is also 
an effect on the implicit  level 1 variance on the lv scale before covariates 
were introduced. In the operation of the model re-standardising of the level 1 
response variance changes this scale. In the lv  model all the parameters, 
including 2

uσ , are rescaled accordingly. It is entirely possible for there to be, 
say, a 50% hidden  reduction in level 1 variance on the original scale, 
accompanied by a 50% reduction  in 2

uσ . This might be reflected in 



  

comparative estimates. The variability in log-odds across schools has been 
reduced by 50%. There is, however, no real change in the level 2 underlying 
response variability. Since there is less variability in the individual responses 
on an original scale there is less scope for the log odds to vary across schools 
even though variability in the basic response across schools has not changed. 
If there were such changes as well they will additionally  affect log-odds 
variability, The two phenomena must be seen as separate before traditional 
interpretations in terms of response variance reduction can be made. It is a bit 
unfortunate that, due to  the ease with which such interpretations can be 
made in linear models, they are often, unthinkingly, carried over to 
generalised models. It is hoped the later  example results will illuminate  these 
important points  further. and  stress that care that is  required. 
 
3.3 Model estimation 
 
A variety of estimation procedures for specific situations  have been 
suggested in the literature. Many of these are based on likelihood methods 
and usually require numerical quadrature methods for multivariate integrals 
(Harville and Mee, 1984; Anderson and Aitken, 1985; Jansen, 1990; Ezzett 
and Whitehead, 1991; Hedeker and Gibbons, 1994). As a result  there is a 
limit to the scope and readily available software. Maximum marginal likelihood 
for some models considered here has been implemented  in the free software 
MIXOR  by Hedeker and Gibbons ( 1996), but at the time of writing applies to 
two level models only. The widely used multilevel modelling software HLM 
introduced by Bryk and Raudenbush (1992)  does not so far encompass the 
models under consideration. 
 
The examples here all use the widely available  MlwiN software (Rasbash et. 
al.,1999). This is  built around  iterative generalised least  squares procedures  
(Goldstein, 1995). The extensive  macro facilities offer flexibility in adapting to 
a wide variety of complex models including the current ones. A suite of 
specially written  macros, MULTICAT distributed with the package is  under 
continuous development. The worksheet and model set up must be handled 
using the MlwiN command language in ways described in the macro  manuals 
( Yang et. al., 2000).    
 
The root of the procedures involves casting the generalised ordered category 
model into a standard multilevel model form. A brief description is in order. 
Detailed theory and method may be found elsewhere (Goldstein,1991,1995; 
Goldstein and Rasbash, 1996). There are a number of stages  Firstly an 
additional level is introduced at the lowest level in the hierarchy  with units 
corresponding to  five elements of the cumulative response vector y. A two 
level model becomes three level with the real level 1 ( student) now level 2.. 
Handling the new levels 2 and 3 will be considered first. Since the procedure 
is iterative the plan  at the  tth iteration may be described. At this step the 

current  fixed part estimates ( )

1

ˆ ˆ( )
L

s
ijxθ β

=

− ∑ l l
l

 and residual estimates ˆ ju  can be 



  

available. The functions ( )

1

( ( ))
L

s
ij s ij jF x uγ θ β

=

= − +∑ l l
l

 may be approximated by 

Taylor Series expansion using these t-step estimates. At each iterative step 
certain algebraic manipulations, involving  changing the explanatory variables 
and offsetting the original y response, are performed. These  yield relevant 
parts of  a standard linear  model formulation appropriate for standard MlwiN 
estimation. 
 
For level 1 the model at each step is completed by writing ( ) ( ) ( )s s s

ij ij ijy γ δ= + . The 

expectations of the ( )s
ijδ  are zero  and for the multinomial will have covariance 

structure ( ) ( )(1 )s s
ij ijγ γ−  for  s s′≤ at the individual level. The pseudo-level 1 has 

been set up to specifically to handle this structure. At step t the latest 
estimates ( )ˆ s

ijγ  are used in a special design vector ( through a MlwiN command 

SETD) which is used as a  variable  declared random at level 1. If the  
variance of this design  variable is then constrained  to be unity the result will 
be to reproduce the required t-step estimated  multinomial variation  
 
Apart from a choice of link there are a number of estimation options available. 
In the Taylor Series one can choose between expanding around the latest 
fixed estimates only or using both  fixed and random effect estimates. The 
resultant estimation procedures prove in fact to be respectively marginal quasi 
likelihood and predictive (penalised) likelihood popularised by Breslow and 
Clayton (1995), amongst others. Initially first order expansions were 
developed yielding procedures designated by acronyms  MQL1 and PQL1. 
Improved approximations, MQL2 and PQL2, were later suggested using 
second order Taylor series (Goldstein and Rasbash, 1996)  Accumulating 
research has suggested a preference for PQL2 where possible. Results in this 
chapter are all PQL2. However, moving from MQL1 to PQL2 involves greater 
theoretical and hence  computing complexity and sometimes convergence 
problems arise with one or other. It is often a good idea to start iterations 
using MQL1, run to convergence and then  switch to one or other. Marginal 
likelihood is often satisfactory and is usually computationally  much easier.  
 
There is an option to make the responses extra-multinomial. This is achieved 
the by allowing the variance of the  level 1 design variable to be a free 
parameter φ, rather than set to unity. This multiplies the multinomial variance 
and covariance  terms. Extra-multinomlal variation may occur when the model 
is not properly fully specified. A relevant explanatory variable or another  level 
in the structure may not have been accounted for. Since models are only ever 
approximations to data such situations may frequently occur. Evidence 
suggests that φ should  usually be made free (Yang, 1996). It often turns out 
estimated around unity implying multinomial variation may be suitable. It is 
also felt that its inclusion improves the quality of other parameter estimates. 
However, sometimes it is apparent that it may  be estimated  as somewhat  
different from one for reasons other model specification. Sparse data in the 



  

structure can sometimes be a reason (Wright, 1998; Fielding and Yang, 
2000). The behaviour is an under researched area so often the context must 
be carefully considered. In the examples here we have left φ  free and only 
barely comment on the values. The results are drawn together in a discussion 
of the phenomenon at the very end of the chapter.  
 
3.4 Applying to the example data  
 
The basic two level examples might  clarify the above discussions of 
modelling theory and the practice of applying the estimation methods with the 
macros and MlwiN  software.  
 
Firstly, the estimated  base  Models AL (logit)  and AP (probit) in Table 5 have 
no controls and establish a framework. The models are 

( ) ( )( /(1 ))s s
ij ij s jn uγ γ θ− = −l  and 1 ( )( )s

ij s juγ θ−Ω = −  respectively. They can also be 

expressed directly as  
( ) ( )

( ) /(1 )
s s

j ju us
ij e e

θ θγ + += +  and ( ) ( )( )s s
ij juγ θ= Ω − . School 

random variation operates on sets of  probabilities through uj according to the 
operative model. Conditional on being in a  particular school, response 
variation for  students is determined by these probabilities. Modelling 
strategies are then usually directed towards  attempted explanations of overall 
response  variation from both sources that are evident in such base models. 
This will be directed towards analytical aims. It may be stressed again that 
individual and school variation now operates differently. In linear models  
sources of variation are additive , with varying uj shifting conditional 
expectations and  Level 1 variance  separately specified.. This may be true of 
an underlying latent  model. However, once this is cast in ordered category 
form  a set of expectations in the form of  probabilities fully express response 
variation. Expectations and variability are bound up with each other. Thinking 
'linearly' means sometimes mistaken impressions are formed of results and 
wariness must be exercised.. 
 

For similar reasons, there should be care when the fixed parts of models are 
assumed to be  marginal population expectations as if models were linear. In 
the logit base model AL , marginal log-odds are indeed ( )sθ  since E(uj)=0.   

However, non-linearity means ( )( )s
j ijE γ  is not 

( ) ( )

/(1 )
s s

e eθ θ+ . In turn the 

expected value of 
( ) ( )ˆ ˆ

/(1 )
s s

e eθ θ+ cannot be evaluated by simply substituting ,the 

expectations of the β̂l . However, for many practical purposes these may be 
used as reasonable  approximations, although later a better adjustment will be 
suggested.  With this proviso, the estimates ( )ˆ sθ  for models AL and AP can be 
inverted in this way and cumulative distributions converted to category 
probabilities. The distributions  are given in rows 5-8 of Table 3 below the 
empirical one. Without  schools random effect both  models would be a simple 
re-parameterisation of probabilities. Even approximating to the expected 
operation of uj in either model gives similar results and close to the empirical. 



  

There is a minor difference in the small lowest category. This reflects the 
model sensitivity to small categories in tails. If binary responses, with grade 
zero the focus,  had been of interest , then it is likely there might be more 
concern about model choice. The effect of different  lv scaling can be seen in 
the table 5 results. This would affect any model  comparison. The results for 
the lv  cut points, ( )ˆ sθ , may look entirely different on the surface. Apart from 
small effects of distributional differences , a factor of   / 3π  brings them 
broadly into line.  From implicit level 1 standard variances, the % of residual 
variance due to schools can be calculated. As table 5 shows the  school  
contribution  to overall response heterogeneity is estimated  much the  same 
(15-16%) for both base models. 
 
Explanatory models are now developed. Models BL and BP  consider 
introducing the baseline reception assessments into logit and probit models 
respectively. On comparing, by similar calculations to those above,  it would 
be seen that these  give similar impressions. Thus for other specifications logit 
models only are  illustrated in Table 5.  Logit model  CL examines a range of 
individual background factors without prior ability controls. Model DL 
combines the two sets and Model EL  has  some school context variables 
found  relevant and interesting.. It must not be supposed that these models 
emerged without detailed investigation. In general statistical model evaluation 
and selection strategies can be quite varied. They often involve changes in 
likelihoods (λ) or deviances based on –2logλ. For these models likelihood 
values estimated from procedures in MlwiN  are  based  on approximate 
linearisation  and can be sometimes a little unreliable for formal use. 
Heuristically they can, however, give an indication of the extent of 
improvement of the explanatory power of models. They have been quoted for 
illustrative purposes in Table 5. For formal evaluation, however, alternatives 
are available  in the form of the MlwiN  FTEST or RTEST. These use  Wald 
type  test statistics for  single or joint  contrasts of fixed  or random 
parameters using the estimated variances and covariances of the estimated 
parameters. The statistics  have approximately a χ2 distribution with degrees 
of freedom  appropriate to the relevant contrast null hypothesis. If desired, 
confidence intervals for parameters, either singly or jointly, can also be  
constructed. To  illustrate their uses consider comparing model BL with AL. 
The -2logλ change of 512 indicates that the baseline assessments are 
instrumental in explaining response variation. Formally a Wald statistic can 
examine the baseline coefficients simultaneously. There are seven contrasts, 
each simply involving  the  single baseline parameters which are 
hypothesised  zero. The joint FTEST  yields a value of 1649.6 on 7df , which 
naturally  is highly significant. The modelling  can also handle random 
variation across schools in the explanatory variable coefficients ( 'differential 
effectiveness).  For instance If  a random baseline spelling coefficient was so 
added to BL the estimated variance was substantively small. A  RTEST 
yielded  3.6 on 1 df. This is not significant even at a 5% level. Other potential 
random variation of various coefficients in all the illustrated models yielded 



  

similar results. For these reasons, random variation at the school level is 
simply represented by a single intercept variation  in the illustrated results 
 
Such  procedures have proved useful in model development, but this author 
cautions against over excessive reliance on formal classical point hypothesis 
testing in framing published results. Sizes of effects are  often of more interest 
than whether they are significantly different from zero. They may also be of 
interest  even if they are  small relative to their  precision. Parameter values 
other than zero may be plausible and may be included in models and reported  
on substantive grounds ( with confidence intervals if there is specific interest). 
Again, and for other reasons it is sometimes important to avoid the publication 
bias in reporting  only statistically significant results. Certain negative findings 
can sometimes be important.  For instance, for  these  and other  reasons, all 
baseline tests have   been  included in the fitted models. Other insignificant 
coefficients or those with small effects have also been included. These 
highlight a number of useful interpretations. For example, the results can 
illuminate properly  the relative importance of various baseline tests on the 
response net of all others. Again, as another example, the inclusion of the 
insignificant  nursery variable in the final models DL and EL demonstrates that 
its obvious influence on performance is not net of prior ability. It  explains 
performance but is  a small influence on progress. .   
 
A combination of formal procedures and attention to such substantive 
considerations has informed the process of model fitting. Although limitations 
of their use have been discussed, it may be noted  that  points-scoring models 
have a useful role to play in model exploration. They have been used in this 
way. They are much quicker to implement and initially will usually identify the 
source of major effects, as exemplified by the discussion part of the paper by 
Ezzett and Whitehead (1991). Sometimes, of course, according to research 
direction such identification may seem to be sufficient.  For more detailed 
analytical objectives, effects specified and adequately parameterised in 
subsequent generalised. models might be preferred.  From exploration to 
refinement it  has been also been importantly  noted that the refined category  
models often result in simpler patterns of effects. This may be tentatively 
suggested as another of their advantages. For instance some quadratic terms 
in baseline measures appeared important in scoring models, possibly as a 
reflection of ceiling and floor effects. After investigation they proved  not 
necessary in refining the illustrated models. Similar conclusions arose in 
evaluating potential interactions that had emerged as plausible in the initial 
exploration. Again points scoring models suggested  random variation across 
schools for some baseline and other coefficient. Simple school variation 
proved sufficient for ordered category models. 
 
Some comments may now be made about the interpretation of the results. 
After illustrations of just  two of the many  possible analytical uses will be 
made; individual predictions of 'chances' and evaluation of school's 'value 
added'. 
 



  

Some researchers prefer interpretations directly in terms of ordered category 
probabilities and others focus on their meaning in terms of  the lv. The 
preference is subjective since there is consistency, but tastes vary across 
disciplines. With  the first focus, the fixed effects can be directly interpreted as 
linear contributions on the link scale of transformed probabilities. Since the 
baseline variables are standardised, the most important of them is number. 
The  coefficient of  0.80  in BL  is an estimate of the net marginal  change in 
all of the set of  five  log-odds  per standard deviation unit change in the 
number variable. On the lv interpretation it also represents a marginal effect  
of O.80 on the standard latent response variable, scaled  for that particular 
model.  A change to a more substantively meaningful marks scale is always 
possible by linear transformation. The recognition of re-scaling on this 
interpretation may , however, be seen to be crucial. Marginal effects on 
probabilities cannot be so simply represented. Due to the non-linearity, the 
partial derivative of ( )s

ijγ  by, say,  baseline number depends on all the other 

effects in a model and on s. Sometimes for summary purposes average 
distributions and  average marginal effects may calculated by setting other 
variables and random effects at their mean values. The latter are all zero for 
model BL. The summary may be seen as only representative. For model BL 
rows 9-10 of Table 3 gives estimated average percentage distributions at 
these zero  mean values. Here these are formed simply from antilogits of 
model BL estimates  ( )ˆ sθ . Partial differentiatiation of each ( )s

ijγ  with  respect to 

baseline number, for example, and evaluation at the means of variables and 
effects may be performed straightforwardly. The results are estimates of the  
marginal effects of a standard  deviation increase in number at the means of 
all variables, including number itself. They form one sort of  suitable average 
summary. If necessary marginal effects can be estimated at a number of other 
points  By differenceing they may be converted into the  marginal  effects of 
number  on category probabilities. At the means these are -0.010, -0.095, -
0.083, 0.003, 0.053, and 0.133 for the six categories sequentially. They sum 
to zero as they should since  the sum of probabilities is constrained .They 
show the  obvious effect that increasing number level has on shifting  the 
underlying response variable upwards. School random effects uj are also 
additive on link scale. For a logit model  their variance is  variability in log-
odds across schools. However, it  may be  usefully interpreted in relation  to 
the  scaled   lv  variance at level 1. Percentages of residual variance due to 
schools are thus given in Table 5. The similar estimates of  27.2 % and 27.9% 
are given for BL and BP, and may be usefully contrasted with the  15.0%  and 
16.3% for  base models AL and AP. After baseline control it seems there is 
relatively more of the residual variation that can be attributed to schools. It 
could be asserted that progress differences in schools relative to individual 
progress heterogeneity are  sharper than those for raw performance at KS1. . 
. 
 
With these ideas fixed , it is of obvious interest to interpret changes in  
different  models as more effects are introduced. We expect that factors 
identified as influences  on the response may  'explain' variation  in that 



  

response at one or  both levels of the hierarchy. Teasing out the nature of this 
is slightly more complex than for linear multilevel models. The main reason for 
is, of course, that  the level 1 variation is characterised in terms of differently 
specified probabilities without a separate variance parameter. 
Correspondingly, and for much the same reason even under a lv 
interpretation,  model changes involve changes in scale of residual variances. 
For instance, the introduction of certain  explanatory factors may reduce 
heterogeneity at level 1. One manifestation of this may be seen by noting the 
heavier concentration in the middle categories in row 10 of Table 3 (model 
BL) compared to row 6 (model AL). However, although a reduction in KS1  
level 1  residual variation is evident the implicit lv is rescaled to be standard 
logistic. This also impacts on school 2ˆuσ . Changes in this across logit models  
in Table 5  may be directly  interpreted  as changes in school variability in  
log-odds. It may be sufficient to note them without further qualification. 
However,  they are a  combination of changes  of scale and changes in 
residual school response heterogeneity. If , as often, the latter is of interest 
some additional work is required.  
 
Changes in the ( )ˆ sθ  are instructive in this and other  work in interpreting 
results changes across models. However, in this connection it is useful to 
view the ( )ˆ sθ  from their two perspectives  On the first perspective,  they 

account for the differences in link transformed ( )s
ijγ  across categories, 

independently  of the  values of the xij and ui in a model. The latter shift the 
entire conditional level 1 ordered category response distributions and hence 

( )s
ijγ in model specified ways. Influential explanatory variables may operate at 

both levels after their introduction but do so in different ways.  Direct 
influences on level 2 variability will operate through the LP to  change the 
dispersion in the location of the conditional distributions, much as in linear 
modelling.. In the logit model, if these were the only influences there would be 
a reduction in  variation between sets of  odds across schools, without 
necessarily  affecting the  proportionality factors within those sets; the relative 
sizes of  ( )ˆ sθ may not change. In contrast level 1 influences will  result in less  
within school variability in the ordered response and hence a conditional level 
1  distribution will have smaller dispersion.  This will not be  explicit in 
comparative model results. However, the ( )ˆ sθ  estimates characterise the 
spread of the conditional distributions over different response categories. If 
there is changed dispersion  ( )ˆ sθ  will change relative to each other. Thus in 
the logit,  proportionality amongst odds will change. Additionally as noted 
above there will be effects on the school variance estimate 2ˆuσ   additional to 
changed school heterogeneity. This is a consequence of the additivity of  
school effects on the link scale that is changed consequent on the other 
changes. That there is a scale change is best  seen if  the ( )ˆ sθ  are viewed 
from the second perspective  as rescaled  cut-points on the underlying lv. In 
either situation the examples do not consider allowing random school  



  

variation in specific ( )ˆ sθ . Sometimes this is very useful but creates  additional 
interpretive points in studying changes that will not be pursued..    
 
A contrast of model AL and BL  on introduction of baseline controls, might 
clarify these two perspectives and help to interpret changes in model 
estimates, including 2ˆuσ . First the stretching in the  ( )ˆ sθ  parameters may be 

noted. However, it is only changes in ( )ˆ sθ  relative to each other  that have 
non-trivial relevance. For any model  they are log-odds at  zero realisations of 
variables and random effects, and hence where the mean of the underlying lv 
is also zero. For models AL and BL they are also realisations at the mean, 
which is convenient since they are then directly comparable. A stretching of  
log-odds is indicated straightforwardly from the comparative ( )ˆ sθ  estimates. 
However, for non-zero means of included variables the reference lv will not 
have mean zero at these means of  variables  There is an intercept shift which 
will move all  the ( )ˆ sθ  , log odds at  zero values, up or down by the same 
amount in addition  to changes in their relative size to accommodate changing 
proportionality. A glance at the ( )ˆ sθ  for models  CL and DL where explanatory 
variable means are not zero should make this apparent. Comparable values 
of log-odds at the mean of variables would require a fairly simple intercept 

adjustment 
1

ˆ
L

l lxβ
=

∑
l

.  However, irrespective of this, since it is the relative 

changes that are of interest one way to view them is to first  take ratios of  the 

corresponding  proportionality factors 
( )s

eθ  To examine the  relative changes  

they can first  be converted to.
( )s

eθ to which odds are proportional: These are 
(0.028, 0.261, 0.650, 1.377, 2.450), (0.013, 0.184, 0.625, 1.716, 3.74) and  for  
AL and CL respectively. Taking ratios for BL to AL  gives as  percentages (46, 
70, 96, 124, 152). This is a useful summary of one impact of baseline 

controls. Since more generally the 
( )s

eθ express only the proportionality of 
odds, it is these ratios relative to each other that is important. It  is  convenient 
then  for such comparisons to scale the ratios to make say one 100%. The 
reductions or increases in the proportional odds can then be seen relative to 
this one. This  also accommodates the problem of any  shifting of the 
intercept.  From the above the index set (48, 73, 100, 129,158)  is one such 
summary  through which the relative changes in ( )ˆ sθ  can be viewed. Either 
summary shows the reduced level 1 conditional  response  dispersion,  as 
evidenced, for example, by evaluation of probabilities at the mean in Table 3. 
The odds are cumulative. Thus, wherever the conditional location is, a greater 
concentration  of the response distribution will be evidenced by such patterns 
in the indices. It is possible, in terms of the odds perspective, to give more 
detail about the extent of changes in variation at both levels. However, 
possibly the lv perspective of changes in ( )ˆ sθ  are more illuminating. The  
baseline controls reduce variation in response at level 1 but in moving to 
model BL the   conceptual lv is re-standardised to the extent of this reduction. 



  

This will be accompanied by an inflation of the cut points to accommodate the 
new scale. Such scale comparisons are also best made conditionally  at 
where the lv has mean zero. For  models CL.DL, and EL for instance, some 
variables are not centred at means and a simple intercept adjustment is 
required to  the ( )ˆ sθ  before comparisons are made. The model estimation  
does not operate directly  on  the unobserved continuous lv scale and the fit is 
obviously to ordered categories only. Also the fits are only attempts at good 
approximations by theoretical models to complex reality in the data. For these 
reasons in it is not expected that estimates will inflate or deflate  the cut-points 
by exactly the same factor. Contrasting model BL with model AL , where cut-
points both reflect a lv mean of zero, this factor ranges only from 1.1 to 1.42. 
On taking reciprocals and squaring, scale factors of these orders in a 
theoretical model would imply  underlying level 1  variance  reductions to  
between 50% and 82% of its former value. Given the data, this is a rough idea 
only. However, whatever is the appropriate figure, rescaling affect estimates 
of other parameters that the two models have in common in addition to other 
consequences of the model change. Here the only common effect parameter 
estimate  is 2ˆuσ .  If the level 1 theoretical  variance changed  to  x% of that 

before, then the scale of 2ˆuσ  changes accordingly. Thus before concluding 

that changes in 2ˆuσ  were a reflection of changes in  school heterogeneity, 
restoration of scale by  a x% multiplication is in order. To give empirical 
content to this a rough and ready method for getting some approximate 
handle on x  has been devised. Full details of this method are discussed in 
Fielding and Yang (1999). The fitted grouped distribution for  base AL in row 6 
of Table 3   can be used to construct  logistic CMS. For these common scale 
scores, the variances are calculated for the AL  distributions and that of  BL in 
row 10.  A comparison  shows a level 1 variance reduction in  BL to 72% of 
that of AL.  Scaling the Level 2  variance of BL  gives  0.88. Variance in the 
underlying response at  school level is viewed as increasing but by perhaps 
not as much as might seem from model results. This is not uncommon in 
primary schools where progress may be more variable across schools than 
the KS1 outcome itself, and becomes apparent after baseline control . It must 
be stressed that these figures will be rough and they must not be given  an air 
of spurious precision. This type of scaling  relative to AL is also applied to 
other models and displayed as additional approximate  information in  Table 5 
 
There is much of interest of real substantive content in the models presented. 
The main aim has been to use the example to illustrate model interpretation. 
However, a  few comments will be made about some of this content without 
excessive elaboration on the educational issues. Reasons have already  been 
given for displaying some coefficient estimates that are not significant 
statistically. Baseline assessments and individual background variables are 
quite  closely associated.  Model CL controls for the latter separately. Many 
ethnic-language dummy  comparisons with white English speakers are 
estimated imprecisely due to small numbers. However, there is some 
evidence that fairly large groups of   Pakistani and Bangladeshi pupils whose 



  

first language is not English are disadvantaged. Other effects are as expected 
and there is a gender gap in favour of girls. A month difference in age 
increases the proportional odds by a factor of 1.1. This corresponds to 0.06 
standard deviation units on the lv scale. It can be noted that the factors 
reduce  between school variation,  in contrast to baseline controls, which 
increase it. Further this reduction is relatively larger than within school. The 
latter reduction is similar to that exercised by baseline. Thus although the sets 
of factors are related for individuals they operate quite differently at the school 
level and are certainly not  proxy in this respect. The reason is possibly that 
the catchment characteristics of school  make them more homogeneous in 
intake than on ability factors. The importance of recognising the multilevel 
structure is again emphasised. In model DL  where the effects are combined 
the coefficients of the baseline variables remain much the same as BL. This is 
a real similarity since the approximations show  scaling in the two models is 
not too different. Thus  their impact on  KS1 reading is largely independent of 
additional controls with which they may be related. Of course with  prior ability 
controls other effects are net of this and may be interpreted as influences on 
progress. An FTEST of the extra effects in  DL over BL yields a  highly 
significant chi-square of 148.4 on 17df. Girls progress more and it is 
interesting that this is an  opposite effect to that in KS1 Mathematics (Fielding, 
1999).  Domestic circumstances captured by the free school meals dummy  is 
related to progress net of ability. However, there seem to be no net advantage 
on progress of having a nursery education or being older.  Mainly due to 
imprecision,  the majority of  ethnic-language effects are not statistically 
discernible for this data. so not much can be concluded. However the 
disadvantage of  certain ethnic groups in attainment levels  does not seem to 
carry over for progress. The fairly large net positive  effect of the Vietnamese 
dummy relates to a very small group of 15 pupils. The importance of context 
effects is demonstrated in Model EL results. Irrespective of individual 
influences pupils seem to make more progress when their peer group in the 
school is more advantaged. These factors explain a substantial amount of 
school variation even after a wide variety of pupil  controls have been 
imposed. The approximate figures show that  school variance is reduced to 
the order of a half of model DL. This order is confirmed by the reduction of the 
portion of residual heterogeneity attributable to school from 25% to 14%. A 
general conclusion of these results is that the separate contributions of prior 
ability and other characteristics to progress. They also operated differently on 
school variation and a multilevel level analysis  brings this out. These facts 
have often been ignored in policy related research. As mentioned before the 
DfEE, for instance suggest using only aggregate free school meals to target 
schools for literacy interventions. 
 
Two particular analytical uses of the results will now be outlined. The first is 
concerned with individual prediction. The Value Added National Project ( Fitz-
Gibbon, 1996) stresses that  presentation of 'chances'  of achieving certain 
levels for students with different profiles is a very meaningful way of 
communicating predictions. Such an exercise is difficult when traditional 
points scores models are used. Ordered category models provide a basis for 



  

predicting the entire probability distribution over categories and serves this 
purpose well. There may be debate about which explanatory variables to use. 
For illustration, Table 6 below presents 'chances' based on  Model BL. They 
might be used when only prior ability measures are available. Adjustments for 
expectations of non-linear functions suggested by Hedeker and Gibbons 
(1994) and Goldstein (1995, p79) are made before converting  the fitted  LP 
for covariate values  to  predictions of probabilities. The baseline values have 
four discrete values but experimentation has concluded that treating them  
linearly in  the LP is fine. The top level is very rare with no more than 2.2% in 
the data for any test. Thus the examples set all the baseline variables except 
number at either level 1 or 2. The important influence of number can be seen 
by allowing it to vary in the table. Such distributions, perhaps with more 
detailed profiles, when converted to graphical displays by histograms provide  
a readily understood motivational device. However they are based on point  
estimates of model parameters. For any detailed inferences, the uncertainty of 
estimates should be recognised and confidence bands for the distributions 
could  be provided. It should also be recognised that a  school effect that 
could be included in the profile  may alter these overall estimates. These fitted 
'chances' are averaged over schools. In fact  a pupil may be expected to do 
better or worse than a similar pupil does if their school effects were different.  
 
The MlwiN procedures in MULTICAT  also allow the estimation of the  
residual iu  and the standard errors of these estimates for a model. 
Generalised residuals at level 1 are a more complex matter due to the 
discreteness of the response and will not be pursued here (see Chesher and 
Irish, 1987; Fielding, 1999). A use to which estimates of school effects  
ˆiu have been put is in deriving 'value added' measures for  schools. Since they 

result from models in which intake has been controlled there is a preference 
for the term 'adjusted school effects'. The details of the controls to be used 
and the mechanism by which they operate are an area of vigorous debate in 
the school effectiveness literature. A model for outcome responses is often 
likened to an economics production function (Woodhouse and Yang, 1999) 
The role of a school effect is seen as adding to the raw material characterised 
by other variables in the model, The model adjusts by controlling for this input 
quality. Official sources  often eschew the use of control using socio-economic 
characteristics which given the above results may  surely be contentious. 
However, for illustration  Figure 1 shows the estimated school effects 
(residuals) for model BL using only initial ability as controls. Uncertainty must 
be recognised in these estimates (Goldstein and Spiegelhalter, 1996). Thus 
as suggested by Goldstein and Healy (1995) they are surrounded by  the  1.4 
standard errors giving overall 95% confidence intervals for sets of such 
comparisons. These caterpillar diagrams have become very familiar in school 
research but have as yet to make inroads into official publication. They can be 
routinely implemented in the graphics windows of MlwiN. The scale is that  of 
a logistic variable and could be converted to standard deviation units of 
outcome on division by / 3π . Schools and others are used to standardised 
scores so fairly easy interpretation of such diagrams should be possible. 



  

Scales can also be converted to level units if required. The overlap between 
school bands, as also noted in many other published contexts, means that it is 
difficult to discriminate between the effectiveness of the majority of schools. 
For screening purposes there are some obvious extreme schools at either 
end. These arouse interest and could be subject to further scrutiny. A few of 
the schools at the top end, for instance, are particular advantaged in the 
context effects and socio-economic variables. These have not been controlled 
in the graphed results. The diagnosis and analysis of outliers is aided by the 
methodological developments of Langford and Lewis (1998) , which are now 
implemented in the graphical interface of MlwiN. 
 
4 Ordered category responses, cross-classified and weighted 
random effects in  multilevel structures. 
 
4.1  Example structures and data 
 
The data and models to be  dealt with now are motivated by the recognition 
that in certain hierarchical  social structures there can be groupings of units at 
various levels. These groupings may themselves each form a level in a 
hierarchy but one that cuts across an existing level.  Each grouping may 
contribute to random variation. Two examples  will be used. The first 
considers attainment of children at age 16 in secondary schools. It is 
recognised that both these schools and the primary schools that the children 
previously attended can  have effects. Children can be nested within both sets 
of schools but  children within a particularly secondary school belong to many 
primary schools and vice-versa. This is a two-way cross-classified structure at 
level 2. More generally there may be multi-ways of classification and cross-
classifications at many levels. Here, neighbourhood in which the child lives 
may be a factor making a 3-way cross at level 2. The complexity of ways and 
levels in which such structures can appear, and many examples,  are 
discussed in Goldstein (1995). Good detailed applications for continuous 
responses and linear models are Goldstein and Sammons (1997) and 
Raudenbush (1993) and for binary responses Yang, Goldstein and Heath 
(2000). The data to be used are on 3,435 children attending 19 secondary 
schools coming from 148 primary schools in Fife, Scotland. The attainment 
response is graded into ten-point categories. An analysis using the points 
scores (1-10) and linear models is conducted in the MlwiN User Guide 
(Rasbash et. al., 1999).  Here the extensions to generalised  models will deal 
with the data and useful comparisons are possible. The second example uses 
a subset of data drawn from that collected in a study of  teaching group cost- 
effectiveness of A level provision in further education colleges in England 
(Belfield et. al., 1996). The lowest level unit of analysis of the six-point  graded 
outcome is an entry to a subject examination. The set used has 3683 entries 
nested within 314 teaching groups ( classes), which in turn are  nested within 
6 colleges. On the surface this is a normal 3-level structure, although due to 
their small number colleges have been treated as a fixed effect blocking factor 
in later analyses. However, up to five entries are made by each of 1511  



  

students and there is a crossing of student and  group at level 2. The 
importance of disentangling class and other such confounding  effects has 
been of concern in educational effectiveness research (Coe and Fitz-Gibbon, 
1998; Fielding, 1998). Unbalanced cross-classified model analysis is a sound 
methodological development in this direction. 
 
The natures of the crossing in the  two examples provide  contrasting  types 
both in balance and sparseness. Both are quite unbalanced but in different 
ways. In the first the data is near hierarchical in the sense that  each 
secondary school draws large numbers of  students from a limited number of 
different sets of primary schools. A majority of the 19x148 cells in the crossing 
are empty, but  some have  relatively  large numbers. In the second example 
the majority of cells are again empty  but also there can be at most one entry 
per cells scattered through the crossing. In the latter sense these data are 
sparser. The methods to be presented are generally applicable. In general, 
however,  such varying features of crossings will inevitably affect  analytical 
results,  particularly in the accuracy and  precision of any estimates. It has 
also been recognised that computational efficiency may also be seriously  
affected (Clayton and Rasbash,1999). Future methodological investigation is 
diagnosed as necessary before a fuller  store of knowledge is available.. 
 
The second example will also introduce weighted random effects into the 
analyses. There are 145 teachers involved in the teaching groups and they  
may be  supposed to be another specific source of heterogeneity to be 
disentangled and specified. Teacher effects are of obvious interest in their 
own right. However, without separate consideration they may confound with 
other features of group heterogeneity. Here each teacher usually teaches 
several groups. If additionally the same one teacher throughout its course had 
taught each group, then a three-way cross-classified structure would be a 
natural extension. However, except in a few isolated cases this is not so.  
Each group has up to six different teachers throughout its course, making 
their contribution in a split plot way. It is proposed to handle this  by modelling 
the overall teacher effect on a response as a weighted average of the effects 
of the several teachers making a contribution. Choosing weights as  
proportions of the course length taught by each teacher has proved 
successful. Detailed timetable information in the data facilitates this. The 
weighting of random effects in this way is somewhat different from, but 
inspired in derivation by the ideas of Hill and Goldstein (1998). In linear 
models only, they  apply weighting to structures where there is multiple 
membership of units at a level or where it is desired to attach probabilities to 
missing  unit identifiers at levels in the data.  
 
4.2  Specification of   models 
 
Experimentation has led to a slight preference for the probit GLMM for 
Example 1. With  cross-classified effects entering  into the LP  a model for the 
cumulative distribution over the ten categories of attainment  is expressible as 
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lodged within cells (j1,j2) of the level 2 crossing. In general this model could 
also be elaborated in many ways, such as more crosses,  more levels and 
random coefficients.  It is also possible for the crossed effects to interact. The 
above  model type  also serves for a main analysis in the second example 
structure. However,  here  there are  six categories, a logit link is preferred, 
and  j1, j2 index students and groups.  With many colleges, their effect might 
have been represented as random at level 3.  Further the  coefficient, of a 
prior ability variable (the first) was considered as random at the teaching 
group level  in model exploration. Results  were uninteresting and will not be 
presented. However, the  elaboration serve to give an example of  more 
complex model specifications that could be  entertained, This is   
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elaboration of the indexing and introduction of the level 3 effect may be noted. 
Also the leading coefficient is denoted 

21 jβ to signify different values subject to 

random variation over schools.  
 
Extension of the basic example to encompass weighted random teacher 
effects  uses  a model of the form1 
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contribution  the sum ranges across all J3  teachers in the study,. However, for 
each  observation most of the 

1 2( , ) si j j jw  will be zero . The non-zero weights will 

be set  by the teaching group of the entry observation, according to the 
relative contribution of the few teachers involved. 
 
4.3 Model estimation 
 
The cross-classified  and weighted  structures considered  affect only the LP 
side of the generalised models. For this reason most aspects of the  methods 

                                     
1 This notation differs somewhat from that of Hill and Goldstein (1998) who add the index j3  to the cell 
designation (j1, j2)  in specifying the γ and x. The intention there is to emphasise the existence of 
another level. However it is felt here that this will detract  from the  split plot nature of  the teacher 
contribution. In priciple for an observation in cell (j1,j2) the j3 can range over all J3  teachers with 
apprpriate weights. Appropriate mathematical notation for these more complex models can sometimes 
pose difficulties.   



  

that have been suggested for handling such structures for continuous 
response models carry over readily. Mostly these involve reformulating  the 
models in various ways so that  random effects can be treated hierarchically. 
They can then be subjected to analysis as if they were multilevel models. An 
approach to the first example model might illustrate the principles of this 
treatment. For instance,  firstly the primary schools  could be treated  as level 
2 in a hierarchy and their random effect  treated in the usual way. Dummy 
indicator variables, one for each secondary school are then set up. The 
resulting design matrix indicates school membership, or otherwise, of each 
observation. Each  indicator variable may then  have an associated  random 
coefficient with expectation zero varying across the entire data set. There will 
be  as many such random effects as there are secondary schools. The 
approach then treats  the whole data set as  a level 3 with  a single unit. It 
declares all such indicator coefficients as random at this level but constrains 
their variance to be equal. The resulting set up is then multilevel. The 
common variance for the  level 3 effects will be the school variance. Random 
coefficients at the secondary school level in the original model could be 
handled similarly by multiplying the indicator matrix  by vectors of explanatory 
variables. There are then other sets of effects with constrained variances over 
the data set. This type of  treatment of random effects was first  theoretically 
outlined by Goldstein (1987). Raudenbush (1993) also justified it in terms of 
exchangeable regressions. The above describes the general  principles of the 
model reformulation but as it stands may sometimes be computationally 
cumbersome and inefficient when estimation is attempted.  Occasionally 
estimation may also be infeasible. The number of random effects at each level 
is a major  influence on  the computational labour in MlwiN estimation 
procedures (Goldstein and Rasbash, 1992). In the first example there would 
be 19 random effects  for secondary schools and in the second example 314 
for groups. Fortunately, within the principles of exchangeability, Rasbash and 
Goldstein (1994) have suggested a number of computationally efficient ways 
of model reformulation. One of these is to identify separable blocks in the 
crossing. For example there will be  be found  6 mutually exclusive  groups of 
secondary  schools which have no primary schools in common in the crossing 
of students. Further the maximum number of  secondary schools in any group 
is 8. The model can then be set up with the six groups as level 3 units and   
only  8 random effects with constrained variances are required at this level. 
The secondary school random effects are now  exchangeable both across 
and within separable groups. In the A  Level example after setting up students 
as the lowest level hierarchical classification,  blocks are already available in 
the form of  the college level. However, it   is also possible to subdivide these 
further to have 8  blocks with  a maximum of 101 teaching groups  per block . 
A range of special features and commands  are available in MlwiN to facilitate 
the setting up of these efficient forms. They are fully discussed in the User 
Guide (Rasbash et. al., 2000,  ch. 19) This also discusses fully the actual 
setting up and worksheet management for the crossed structure in the first 
example discussed here. 
 



  

Weighted random effects are handled initially in similar ways to an extra 
crossed factor. The  argument can be  simplified to  start with by supposing  
that in the example teaching groups are all taught by one teacher, who 
distribute their efforts across  several teaching groups. Level 1 entries would 
not now be split across teachers as in the data, but are now nested within 
teachers. Effectively , there is now  a 3-way crossing of teachers by teaching 
groups by students at level 2. Blocks of teaching groups at level 3 may have 
been specified  in the way outlined before. Now a level 4  with a single unit 
spanning the data is introduced.  If there were T teachers then T dummy 
variables  are then created to indicate the  teacher for each entry.  Declaring 
the associated coefficients random at level 4 and constraining their variances 
to be equal models the teacher random effects. The  real situation, with 
observations having weights for several teachers leads on from this simpler 
situation fairly readily. Before, the values of  the T variables for each 
observation will all have been zero except for one value of unity to indicate the 
unique teacher involved. Now, with several teachers,  weights will be inserted 
at appropriate places for  values of the T variables. If there were separable 
groups of teachers and level 3 blocks  these could be the  level 4 units and 
the number of  random variables reduced accordingly. Here since both  the 
blocks of teaching groups and the teachers were nested within colleges, the 
latter formed suitable level 4 units. The total number of weighted  effects 
required was then 43, the number of teachers in the largest college. Using 
colleges in this way is a blocking device only and the teacher effects must not 
be confused with college random effects. Fixed dummies in the analyses will 
treat the college effects. A series of MlwiN commands and a windows 
interface are also available to facilitate these weighted aspects in  
reformulating the LP as hierarchical . 
 
Nothing so far has been said that departs from the practice that would be 
employed under the  linear continuous response models  appearing in 
published sources. Extensions to ordered category GLMMs require the same 
initial  reformulation. However, levels now move up one as has been seen in 
multilevel models for ordered responses. A synthesis is now  required to 
combine crossed model set up with the quasi-likelihood estimation procedures 
that are used.. The models cannot directly employ those for ordered 
categories in the  MULTICAT macros. The latter  do not allow pre-existing 
constraints on parameters. Thus the author for implementation in MlwiN has 
developed a stand-alone set of MlwiN macros ORDCAT allowing any such 
constraints.2 Variance constraints for higher level variances in cross-classified 
models are one of several types that can then be used. 
 

                                     
2 ORDCAT and accompanying documentation is avaiable from the author's web page  
www.bham.ac.uk / economics/ staff/ tony.htm. ORDCAT  and  MULTICAT are in a continuous state 
of development and form part of the set of advanced macros (Yang et al. ,2000).  Current versions  with  
documentation, all  general User Guides for Mlwin,  many working papers and other material are 
available from the  Multilevel Models Project page  www.ioe.ac.uk/multilevel/ 



  

4.4 Example analysis A: attainment at 16 in Fife secondary 
schools 
 
This example has been used in MlwiN literature to exemplify cross-classified 
linear models. Since there are ten points forming the  category responses the 
grouping is not excessively severe. Thus the linear  analyses may be suitable 
for many purposes and particularly in identifying likely sources of major 
effects. However, the data has been chosen to illustrate the  present 
approaches mainly because this comparative frame of reference is readily 
available. Although other pupils background information is available. the 
analyses will be restricted to  'value added' in the sense of using only an initial 
ability control. This is STVRQ, a verbal reasoning score on a test taken on 
entry to secondary school and standardised over the data to mean zero and 
variance unity. The first part of Table 6 gives results after exploration using  
standardised equal interval and a normal CMS for the response. These were 
also used initially in developing a strategy in fitting the probit models 
illustrated in the rest of Table 6. In all models polynomial terms in STVRQ 
were considered. The  possibility of differential school regressions by  
allowing STVRQ  to have a  random effect at the school level was also 
entertained.  None of these refinements proved useful. In the probit model 
some results of  rescaling of effects has also been carried out to facilitate  
comparisons. 
 
On the surface these results seem to tell the same story insofar as 
establishing the general  nature of major effects. This, indeed, is often 
expected with as many as  ten grouped categories. These points have been 
raised in the preliminary section. However, broad patterns of large effects 
would prove significant for a large variety of approximate models, even if 
assumptions behind those models and tests were somewhat tenuous. When  
it is desired to use fine specification of effects in further detailed analysis and 
prediction, it seems preferable to use the less restrictive assumptions and  
flexibility of generalised models. It has been seen , for instance, that they 
provide a basis for predictions of response 'chances' over the whole range of 
the operational categories. 
 
Firstly, therefore, comment may be made on the important broad  features 
that the approaches have in common. The results on the school variance 
components demonstrate the importance of the continuity of educational 
effects. These have aroused much  interest in recent years as discussed, for 
example, by Goldstein (1997) and Goldstein and Sammons (1997). Longer-
term effects of the primary school attended and which they left as much as six 
years before the outcome was measured influence student's performances. 
The cross-classified methodology enables an assessment of the joint 
contributions of the two stages of schools. Further the primary school variance 
in various base models without introducing STVRQ  is over three  times that 
of secondary schools.  When STVRQ is introduced the secondary school 
variance becomes very small in all cases. The primary school variance is 



  

reduced greatly but is still apparent. For the probit models the extent of these 
reductions is best seen from the results given in Table 6  after applying a lv 
scaling as discussed before The models differ only very  slightly in the extent 
of these school variance reductions. These pose interesting issues for 
educational researchers, although part of the phenomena of larger primary 
school variation may be due to the structure of schooling. Primary schools in 
an area are smaller and more numerous than secondary. and within 
secondary schools their effects are averaged. Thus although some care in 
interpreting these results they undoubtedly reflect the importance of early 
schooling. Goldstein (1995) discusses some of these points further. The base 
models demonstrate how a later outcome may depend on various stages, 
noting that the STVRQ may be considered a primary school outcome. 
However, models may be used to be facilitate value-added analyses of 
secondary school effectiveness. The cross-classified  models with STVRQ are 
more appropriate for this. They adjust for intake performance and also , 
importantly, sources of effects  of primary school attended which is not 
reflected in the intake variable. On evidence here the secondary schools 
considered differ very little in their effectiveness. Goldstein and Sammons 
(1997) have demonstrated for different but similar data that certain  pupil 
socio-economic characteristics may further explain primary school variation 
but can make little net  impact in secondary school. 
 
The difference between the point's-scored models and probit models really lie 
in the difference in detail of the estimates and how they are to be used. A 
case has been made against over-reliance on the restrictive assumptions of 
the linear models. However, to set against this is  the easier interpretation of  
linear model results if  purpose were  similar  to the above. The example 
makes this point clear. For instance,  the implicit rescaling of generalised 
models  makes comparisons of models an untrivial task. For probit models the 
implicit level 1 variance is constrained to unity for each model. Thus a  58% 
re-scaling may be applied to variances for the probit model with STVRQ. This 
is formed by the very approximate calculations discussed previously but using 
normal rather than logistic scores. When applied to the school variances it 
seems to mirror the reductions in the continuous models, but with slightly 
smaller reduction in primary variance.  A wary  comparison may be made  
with estimated reductions in level 1 variance for both points models. These 
are both to 53% of the corresponding  base models. Either way considerable 
student heterogeneity remains. However due to the nature of the different 
conceptualisations of the level 1 response it is at this level that distortions due 
to grouping and arbitrary scoring  may make more impact. The probit model,  
possibly more realistically , uncovers but by not much a lesser relative impact 
of the STVRQ control on student heterogeneity. This is also seen from the 
final column of Table 6 for the probit. Here the estimates are  rescaled to 
match the Level 1 variance of the corresponding Normal CMS model. In the 
probit the relative  contributions of the primary school is slightly smaller  and 
hence that of students higher than that for the points models. 
 



  

This latter  rescaling also illustrates important differences that there may be in 
assessing the effects of fixed explanatory variables. In education interest 
often centres on  the net effects on the response of  changes in their values. 
This will be conditioned by the model used and its appropriateness. In the 
points scored models the coefficient of STVRQ is around 0.7. This is a 
standardised coefficient. In the case of equal interval scores it could be 
converted by linear transformation into units of the original variables, as is 
sometimes done for interpretive purposes. But this leads again to questions 
about whether the points scale is appropriate, apart from estimation effects of 
grouping. The probit  model respects the grouping and ordering. It entertains 
only a monotonic transformation of whatever measurements might be 
appropriate, without putting emphasis on it in operation  The STVRQ 
coefficient estimate of  1.112 may be interpreted directly relative to shifts in 
the whole of conditionally standardised distributions rather than some fixed 
scale. A  rescaling to the measure of the  parallel Normal CMS model yields a 
higher figure of 0.75. Thus  the marginal effect  appears to be higher and may 
be a more reliable indicator. 
 
Table 8 shows the marginal  predicted distributions over the ten categories 
with STVRQ at its overall median and quartiles These incorporate the 
adjustments to the inverse normal distributions required for non-linearity of the 
probit link. 
If target setting in secondary  schools for particular pupils  were aimed at they 
might also be refined by the incorporation of estimated primary school effects. 
It is difficult to see how such nice 'chance'  distributions could be easily 
constructed from points models apart from predicted means and error 
intervals. Construction of  a full distribution might  be attempted  but further  
scaling, allocation of groups   and distributional calculations would need to be 
made. 
 
The issue of the role of the multinomial parameter and its estimated values 
will be taken up after the next example.  . .   
 
4.5 Example analysis B :  Subject Grades at GCE Advanced 
Level in six colleges, student , group and teacher effects.  
 
The first  two columns  of Table 9  present estimates for a base and 
elaborated hierarchical logit  model for entries within 317 subject-teaching 
groups. The responses are 3717 A level entries  with six grades of outcome.  
These models  ignore the fact that  responses were not independent across 
groups due to  student effects in common. Indeed this was the type of model 
initially entertained in work on teaching group effectiveness before it was 
realised that it may have been mis-specified. However, these models  provide 
a point of comparison for models with more elaborate specifications. The 
second two columns introduce the cross-classified  student effect to handle 
this nesting of entries within 1522 students. Disentangling the group effects 



  

and the  effects of the 145 teachers  involved in them is  attempted in the final 
2 columns. 
 
The same set of elaborating  explanatory fixed effect covariates  was used in 
each case. Those presented were a  culmination of much deeper exploration 
of potential fixed effects for which data were available but  which proved 
unfruitful. These included some teaching group context effects such as size 
and aggregate process variables such as attrition from the course. The main 
object of this example is to focus on the elaboration of random variation but  
some comment may be offered on the fixed estimates. The broad pattern of 
effects is similar across the differently specified models. The first four effects 
are for variables measured  at the student  level. STGC  is  standardised from  
the average of a number of  GCSE subjects taken by students usually just 
before embarking on their two year A level courses. A quadratic term is also 
required for this. There is a marked ceiling to these  averages and they are 
skewed to this ceiling. These factors may explain the quadratic effect. 
However, higher order polynomials are not required for the performance 
function as happens with linear models of the same response. The negative 
gender coefficients indicate that girls make less progress than males. By 
contrast, although not illustrated here, positive female effects emerge if STGC 
is not controlled. Thus there is  higher unadjusted performance by girls. There 
is also a negative  interaction indicating that girls have a smaller STGC 'slope'  
effect. This will mean that lower ability girls will make more progress than 
similar boys but vice-versa at higher ability levels. A level subjects are 
categorised into broad groups and the dummies in Table 9 are  relative to 
Social Science. There are some important subject effects. There is a vigorous 
debate in the literature about whether results such as this mean that  
Mathematics, Sciences and Languages can be perceived as more difficult. ( 
which will not be pursued here (Fitz-Gibbon and Vincent, 1997; Goldstein and 
Cresswell, 1996; Newton, 1997). This will not be pursued here. The six 
colleges represent a range of sizes and types found in British post school 
education (Belfield et al, 1996). College dummies are relative to a medium 
sized Further Education college. It is known that college size and type do 
make a difference. They have been introduced here in  fixed effects as 
relevant block  adjustment controls. There are too few in this data to draw 
generalisations apart from differences between specific colleges in the data.. 
In the  tables both sets of dummies characterise the teaching group and 
teacher levels 
 
There are some differences in detail in estimates of fixed parameters across 
the three scenarios. They must be evaluated in the light of the relationships to 
extra controls that the introduction of further random effects implies. Effects 
on log odds mirrored in the coefficient estimates are net of random effects.. 
Thus we might expect some changes when student heterogeneity is 
introduced into the teaching group models, since they are then net of 
unmeasured student attributes. On a lv linear model  interpretation  there will 
also be  consequent scale changes. The reduction in student variable 
coefficients is proportionately in line with changes in the cut point estimates 



  

indicative of rescaling. However, there are uneven changes in the subject and 
college dummies. They are not consonant with scale changes and those of  
the associated net log-odds. Part of the reason for this may be the clustering 
of student entries into certain subject groups and the attraction of some 
colleges for certain types of student. The mathematics  and science effects 
are much more sharply defined. On investigation, the weighted teacher model 
would appear to have similar implicit conditional  lv  variability to the teaching 
group model. Further the cut-points and student variable coefficients have 
similar values. Mathematics and language effects relative to Social Sciences 
are no longer significant. It might be  conjectured that subject effects observed 
in earlier models might be inextricably bound up to some extents to the type of 
teachers that  deliver them. On introducing a teacher effect the net effects of 
subjects will thus change. Similar comments may be made about the 
changing pattern of college effects. There is quite a lot of complexity in these 
patterns, which might be unraveled by deeper investigation and more 
extensive data. The results do, however, pose some intriguing questions in 
the study of educational progress. They cannot be fully investigated here.  As 
a final detailed point about the fixed estimates it may be noted that there are 
only minor changes in their estimated standard errors as variance 
specifications are refined. However, it may be pointed out that in most 
statistical investigations the accuracy of these estimates is sensitive to what is 
assumed about the specifications of variance. In general more appropriate 
specifications lead to better inferences.     
 
The variance component estimates across the models raise many interesting 
issues of both methodological and substantive nature. In the teaching group 
model the covariates reduce the teaching group and entry variation 
proportionately. This is seen in the similar percentages ( 17.7 and 18.2) 
attributable to groups relative to standardised entry lv variance (π2/3). An 
approximate scale calculation yields a variance  reduction of the order of 30%. 
Introducing a student cross-classified random effect into the base model 
reveals two interesting features. Firstly part of the teaching group variation is 
now explicable by the differences of students selected into them. Students do 
not make an independent contribution within groups since their effects are 
common to certain groups. Secondly , variation amongst students is fairly high 
at  30% of  total variation. However it is relatively much  less than the 60.5% 
represented by the  lv variance at the entry level. On this evidence there is 
much variation between the A level grades of subjects taken by each student. 
This point is conventionally recognised  by some  university admissions 
officers who specify sets of  particular grade achievements for specific 
subjects rather than rely on aggregate points scores. For many purposes the 
latter hides the diversity in addition to being a dubious scaling device. In the 
model with student effects the greatest relative impact of the control 
covariates is on the student variance, which may be expected. 
 
The weighted teacher models seem to exhibit some contrasting variance 
estimates. Due to its nature this model and the split plot structure it reflects 
has special features that need to be accounted for. Further detailed 



  

investigation of the data and the nature by which certain types of teacher 
associate with certain types of student and subject group would be required. 
Such an investigation is beyond the present illustrative purpose. However, a 
few important comments on the results may be made. One is that the 
variance contributions of teacher  random effects to sampled observations are 
not conventionally additive. If the teacher variance estimate is 2ˆTσ  then it is   
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∑ . Thus , for example a group with two equally weighted teachers 

would have a contribution  of 2ˆ / 2Tσ , whilst one with four equal weighted 

contributes 2ˆ / 4Tσ . This shrinking of the variance contribution may be expected 
in that the overall teacher effect is a weighted average of several independent 
effects. Teacher effects may be important but their allocation to certain types 
of group and student  may mean they alter other net random effects and may 
at the extreme cancel each other out. It may be asserted that observations in  
groups with larger number of teachers would contribute relatively  more to 
residual entry variability. These  factors may explain the apportionment of 
variances evident in Table 6  in  a complex way. For the present  purposes an 
examination of the weighted model in its own right reveals some useful 
insights. It is apparent from the base model, for instance, that on the same 
scale teachers exhibits more variability than either students or groups when 
they are jointly considered. Observed student progress and its variability 
would seem to  have as much to do with the teachers they are exposed to as 
anything else. The same may apply to group variability. The control covariate 
model further adds to this assessment of the importance of teachers. Data on  
conventional teacher characteristics such as age, gender, length of service, 
education, and training are available. These have been tried in models with  
weighted fixed effects but none proved useful in explaining teacher effects. 
Teachers obviously  matter but it  is a challenge to educational research and 
practice to explain in what way. Some methodological tools to unravel 
complex effects have been provided. What is further required is more 
attention to study designs in relevant research  and the collection of detailed 
data reflecting the complex structures.  
 
4.6 The role of the extra-multinomial parameter in ordered 
category models. 
 
In all the results presented an extra-multinomial parameter has been 
estimated. Discussion has been left to the end since there are some general 
issues of interpretation. In one sense its introduction is justified on certain 
accumulating evidence that it improves estimation of other parameters.. 
Allowing this parameter to be free seems to take up any features of the data  
that make the imposition of multinomial variation over rigid.  Further,  
simulations with multinomial variation for certain structures indicate it may be 
better to unconstrain it (Yang, 1997;  Fielding and Yang, 1999) The latter 
reference and Wright (1997) also indicate that  with certain sorts of sparse 
data and even with known  multinomial variation, analyses result in the 



  

parameter being estimated quite often much different from unity. However, 
and importantly, its inclusion seems to improve the estimation of other 
parameters in models. The differences in emphasis on the role of this 
parameter stem from its provenance in controlled experimental designs and 
models. In such situations and for marginal single level analyses the 
multiplying parameter follows fairly readily from clustering in the data ( another 
level) or important uncontrolled variables not specified in the probability model 
(e.g. Williams, 1982). For complex survey data and multilevel designs the 
issue is not so clear-cut. Models can only ever be approximate reflections of 
complex mechanisms going on in the data and ranges of possibilities and 
specifications will always be open to improvement. The data structure itself 
will also mean that model estimation is affected. The introduction of a 
multinomial parameter, then, may be regarded as a rough provision for these 
inherent possibilities. If as seems to be the case the estimation is improved, 
then so much the better. It  is on these grounds that it is used in the results 
here. Of course, unless more is known a priori about potential sources or , for 
instance, that sparse data dictates a preference for its inclusion, then the 
actual interpretation of the value may be difficult. It is often a matter of 
speculation that requires further evidence and  investigation. Thus the 
estimates of φ are not too different from one  Table 5, but they statistically 
significantly different  from one. There is the possibility here of an unobserved 
clustering in the form of an unidentified class level within schools. In Table 6 
there may be an  under-specified LP in that there may be other important 
covariates or another clustering level (neighborhood?). As has been seen the 
sparseness and balance of the crossing may have an effect. In Table 9 the 
estimate of  0. 696 indicating under-dispersion may be a result of the few 
observations per student or may be due to the lack of specification of the 
teacher effects. To some extent either or both of these may be  washed out 
when the effects are marginalised jointly in the teaching group only model. 
These give an idea of the range of speculation that is possible. The important 
lesson is that the parameter should usually be included to reflect a range of 
possible but unforeseen complexities and to improve estimation. This is 
recommended should be so irrespective of any attempted interpretation of the 
value of its estimate. 
  
5 Conclusion 
 
This chapter has made a  case for the treatment of ordered category 
responses in multilevel and random effects models through GLMMs. It has 
recognised that linear multilevel and mixed model with scores may be easier 
to implement and interpret. Yet this should not be seen as justification for 
inappropriate assumptions and inadequate estimation. For uncovering major 
sources of effects or in exploratory analysis they can , however, be admirable. 
The approach,  then, has been to suggest models based on generalised  
linear mixed model ideas. The examples are taken from the fields of 
educational progress , though the type of structures considered and ordinal 
response data arise in most  areas of research in behavioural and social 



  

sciences. Apart from strictly hierarchical structures the multilevel models for 
ordered responses  have been extended to include models for more complex 
structures that mirror complex reality. They may be seen as a part of a 
general development of analytical tools to analyse such structures using 
survey and other data that correspond to classical experimental designs but 
are more flexible ( Raudenbush, 1993). Alongside the development of 
methodology it is recognised that attention to study design  and  collection of 
more appropriate data  is necessary if questions about these complex 
structures are to be handled. 
 
The estimation procedures suggested have been based on penalised quasi-
likelihood. using the flexible macro facilities available within the software 
MlwiN. Alternative estimation procedures which currently  have implementable 
and readily available software have been suggested. These are mostly based 
on a maximum likelihood approaches. At present the applicability of  these are 
limited except for basic structures. The  root of this limitation  seems to be a 
computational one involving numerical  maximisation of complicated integrals. 
A good review of alternative theoretical methods has been given by 
McCulloch (1999). 
 
It is known that  the quasi-likelihood are not unbiased. However, accumulating 
evidence has indicated  that the  PQL2 estimation for the type of response 
used in the examples can provide reasonable estimates (Yang, 1999).  
McCulloch (1999) is a little more sceptical but focuses in the main on binary 
responses. The methods of Kuk (1995)  using bootstrapping can be applied to  
bias-adjust the PQL2 estimates. These are also implementable through MlwiN 
and have been  used in the hierarchical model example of Section 3. The bias 
proved minimal there. The bootstrap methods are computer intensive and 
cannot so far be routinely applied quickly for the more complex structures. 
Limited simulations for crossed structures similar to those in Section 4  have 
indicated that they are feasible on a final model but at the expense of an 
excessive amount of computer time. 
 
Clearly there is a need for tractable general estimation procedures for the type 
of  flexible models discussed. The quasi-likelihood procedures are one such 
an approach. Clearly though future research may  extend futher  the 
knowledge of the statistical  and computational  properties of these methods. 
At the moment they have the virtue of being flexibly applicable and now  
implementable in widely availailable software.  As research develops these 
methods may be improved and adapted or completely new methods may 
arise.. A promising approach which adapts PQL2 for binary responses using 
data augmentation for a cross-classified structure is  given by  Clayton and 
Rasbash (1999).  By considering parallel models for crossed factors this 
improves considerably on computational efficiency. This approach also 
incorporates  the Bayesian approaches of Monte-Carlo Markov Chain 
methods ( MCMC).  The latter approaches may have wider applicabilty for the 
sort of situation that has been considered  here,  as further advances are 
made.  They are currently being developed  as an alternative class of 



  

estimation approaches within MlwiN. One idea that is currently being 
researched for ordered category responses utilies the latent variable concept. 
At various stages of the iterative process ordered responses are replaced by 
simulated  responses of the underlying latent variable. This means that the 
complex structure models can be handled within the framework of linear 
continuous response models. There is no doubt that this is a lively area of 
current interest and a range of methods are being investigated, developed 
and evaluated. The future holds promise for the ultimate aim of very general 
and statistically and computationally efficient procedures which are readily 
accessible. 
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Table 1 :  Multilevel model estimates under various  grouping and scoring  schemes  using 
known cut-points for simulated model response. Estimated standard errors are given in 
parentheses . Schemes (i)-(xiv)  are detailed in text. The symbol a denotes untransformed 
response  results. The symbol b denotes results after linear  transformation of group scores to 
have the same mean ( -.0.043) and standard deviation ( 0.9994) as raw simulated response. 
Last column gives standard deviation of untransformed scores.  
 
Scheme Intercept 

Estimate 
Slope 
Estimate 

Level 2 2ˆuσ  Level 1 2σ̂  std. dev. 
of grouped 
response 

(i) a 
             b 

-0.034 ( 0.008) 
-0.039 ( 0.008) 

0.606 ( 0.004) 
0.591 ( 0.004) 

0.0935 ( 0.0041) 
0.0891 ( 0.0039)  

0.5929 ( 0.0040) 
0.5650 ( 0.0038) 

1.024 

(ii) a 
             b 

-0.038 ( 0.008) 
-0.039 ( 0.008) 

0.594 ( 0.004) 
0.592 ( 0.004) 

0/0915 ( 0.0040) 
0.0909 ( 0.0039) 

0.5674 ( 0.0039) 
0.5637 ( 0.0038) 

1.003 

(iii) a 
             b 

-0.028 ( 0.010) 
-0.039 ( 0.008) 

0.732 ( 0.005) 
0.578 ( 0.004) 

0.1375 ( 0.0061) 
0.0858 ( 0.0038)  

0.9369 ( 0.0064) 
0.5843 ( 0.0040) 

1.266 

(iv) a 
             b 

-0.028 ( 0.009) 
-0.039 ( 0.008) 

0.669 ( 0.005) 
0.582 ( 0.004)  

0.1146 ( 0.0051) 
0.0867 ( 0.0039) 

0.7640 ( 0.0052) 
0.5781 ( 0.0039) 

1.148 

(v) a 
             b 

-0.028 ( 0.008) 
-0.039 ( 0.008) 

0.586 ( 0.004) 
0.584 ( 0.004) 

0.0873 ( 0.0039) 
0.0871 ( 0.0038) 

0.5743 ( 0.0039) 
0.5733 ( 0.0039) 

1.008 

(vi) a 
             b 

-0.034 ( 0.008) 
-0.038 ( 0.008) 

0.583 ( 0.004) 
0.571 ( 0.004) 

0.0914 ( 0.0041) 
0.0876 ( 0.0039) 

0.6156 ( 0.0042) 
0.5903 ( 0.0040) 

1.021 

(vii) a 
             b 

-0.017 ( 0.011) 
-0.039 ( 0.008) 

0.808 ( 0.006) 
0.563 ( 0.004)  

0.1662 (0.0076) 
0.0808 ( 0.0037) 

1.2450 ( 0.0085) 
0.6057 ( 0.0041) 

1.434 

(viii) a 
             b 

-0.036 ( 0.008) 
-0.039 ( 0.007) 

0.594 ( 0.005) 
0.542 ( 0.004) 

0.0944 (0.0044) 
0.0785 ( 0.0037) 

0.7608 ( 0.0052) 
0.6328 ( 0.0043) 

1.096 

(ix) a 
             b 

-0.037 ( 0.008) 
-0.039 ( 0.008) 

0.644 ( 0.004) 
0.587 ( 0.004) 

0.1079 ( 0.0047) 
0.0897 ( 0.0039) 

0.6869 ( 0.0047) 
0.5712 ( 0.0039) 

1.092 

(x) a 
             b 

-0.039 ( 0.008) 
-0.039 ( 0.008) 

0.588 ( 0.004) 
0.584 ( 0.004) 

0.0911 ( 0.0040) 
0.0901 ( 0.0040)  

0.5804 ( 0.0039) 
0.5735 ( 0.0039) 

1.007 

(xi) a 
             b 

-0.036 ( 0.009) 
-0.040 ( 0.008) 

0.694 ( 0.005) 
0.580 ( 0.004) 

0.1240 ( 0.0056) 
0.0864 ( 0.0039) 

0.8362 ( 0.0057) 
0.5827 ( 0.0040) 

1.132 

(xii) a 
             b 

-0.042 ( 0.008) 
-0.041 ( 0.008) 

0.572 ( 0.004) 
0.555 ( 0.004)  

0.0877 ( 0.0040) 
0.0827 ( 0.0038) 

0.6495 ( 0.0044) 
0.6126 ( 0.0042) 

1.013 

(xiii) a 
             b 

-0.036 ( 0.010) 
-0.039 ( 0.008) 

0.766 ( 0.006) 
0. 564 ( 0.004) 

0.1496 ( 0.0069) 
0.0811 ( 0.0037) 

1.1161 ( 0.0076) 
0.6047 ( 0.0041) 

1.358 

(xiv) a 
             b 

-0.048 ( 0.006) 
-0.042 ( 0.007) 

0.421 ( 0.004) 
0.453 ( 0.004) 

0.0495 ( 0.0027) 
0.0572 ( 0.0031) 

0.6416 ( 0.0043) 
0.7408 ( 0.0050) 

0.936 

 



  

 
Table 2  :  Multilevel model estimates under various  grouping schemes  using arbitrary 
category scoring schemes for simulated model response. Grouping schemes (i)-(xiv)  are 
detailed in text. For comparative purposes ordered category scores are linearly transformed 
to have the same mean and standard deviation as the raw simulated continuous response. 
Schemes (iii)-(v) have the same set of equally spaced scores. Results for conditional mean 
scores (CMS)  are given only for five category schemes  Estimated standard error estimates 
of parameter estimates are given in parentheses. 
 
Scheme Intercept Slope Level 2 2ˆuσ  Level 1 2σ̂  
Equally spaced 
scores  

    

(i) -0.039 ( 0.008) 0.587 ( 0.004) 0.0868 ( 0.0038) 0.5727 ( 0.0039) 
(ii) -0.039 ( 0.008) 0.592 ( 0.004) 0.0909 ( 0.0040) 0.5637 ( 0.0038) 
(iii)-(v) -0.039 ( 0.008) 0/580 ( 0.004) 0.0851 ( 0.0038) 0.5816 ( 0.0039) 
(vi) -0.039 ( 0.008) 0.581 ( 0.004) 0.0887 ( 0.0039) 0.5784 ( 0.0039) 
(vii) -0.039 ( 0.008) 0.566 ( 0.004) 0.0812 ( 0.0037) 0.6023 ( 0.0041) 
(viii) -0.039 ( 0.007) 0.542 ( 0.004) 0.0785 ( 0.0037) 0.6327 ( 0.0043) 
(ix) -0.039 ( 0.008) 0.592 ( 0.004) 0.0892 ( 0.0039) 0.5645 ( 0.0038) 
(x) -0.040 ( 0.008) 0.581 ( 0.004) 0.0902 ( 0.0040) 0.5780 ( 0.0039) 
(xi) -0.039 ( 0.008) 0.588 ( 0.004) 0.0878 ( 0.0039) 0.5709 ( 0.0039) 
(xii) -0.041 ( 0.008) 0.554 ( 0.004) 0.0834 ( 0.0038) 0.6143 ( 0.0042) 
(xiii) -0.039 ( 0.008) 0.572 ( 0.004) 0.0822 ( 0.0037) 0.5942 ( 0.0040) 
(xiv) -0.042 ( 0.007) 0.453 ( 0.004) 0.0571 ( 0.0031) 0.7410 ( 0.0050) 
     
Ridits on (vii)  -0.039 ( 0.008) 0.566 (0.004) 0.0812 ( 0.0037) 0.6023 (0.0041) 
Ridits on (viii)  -0.042 ( 0.006) 0.270 ( 0.005) 0.0254 ( 0.0022) 0.9045 ( 0.0061) 
Ridits on (xiii)  -0.039 ( 0.008) 0.561 ( 0.004) 0.0805 ( 0.0033) 0.6080 ( 0.0041) 
Ridits on (xiv)  -0.043 ( 0.005) 0.127 ( 0.005) 0.0110 ( 0.0013) 0.9785 ( 0.0064) 
     
NormalCMS (vii) -0.039 ( 0.008) 0.568 ( 0.004) 0.0820 ( 0.0038) 0.5988 ( 0.0041) 
NormalCMS (viii) -0.039 ( 0.009) 0.542 ( 0.004) 0.0786 ( 0.0037) 0.6328 ( 0.0043) 
NormalCMS (xiii) -0.039 ( 0.008) 0.572 ( 0.004) 0.0824 ( 0.0037) 0.5940 ( 0.0040) 
NormalCMS (xiv) -0.042 ( 0.007) 0.453 ( 0.004) 0.0571 ( 0.0031) 0.7411 ( 0.0051) 
     
LogisticCMS (vii) -0.039 ( 0.008) 0.568 ( 0.004) 0.0820 ( 0.0037) 0.5994 ( 0.0041) 
LogisticCMS (viii) -0.039 ( 0.008) 0.538 ( 0.004) 0.0791 ( 0.0037) 0.6361 ( 0.0043) 
LogisticCMS (xiii) -0.039 ( 0.008) 0.571 ( 0.004) 0.0824 ( 0.0037) 0.5953 ( 0.0040) 
LogisticCMS (xiv) -0.042 ( 0.007) 0.452 ( 0.004)  0.0570 ( 0.0031) 0.7423 ( 0.0050) 
     
WeibullCMS (vii) -0.039 ( 0.007) 0.558 ( 0.004) 0.0784 ( 0.0036) 0.6126 ( 0.0042) 
WeibullCMS (viii) -0.037 ( 0.007) 0.520 ( 0.004) 0.0728 ( 0.0031) 0.6596 ( 0.0045) 
WeibullCMS (xiii) -0.038 ( 0.007) 0.553 ( 0.004) 0.0775 ( 0.0034) 0.6176 ( 0.0042) 
WeibullCMS (xiv) -0.040 ( 0.007) 0.429 ( 0.004) 0.0510 ( 0.0030) 0.7057 ( 0.0052) 
 



  

Table 3 Distribution  over KS1 Reading Test Grades and comparison with approximate 
marginal expectations given by various models. 
 
 
 Level  

 
0 1 2c 2b 2a 3 

1 Ordered 
Category Number 

1 2 3 4 5 6 

2 Number 
 

160 871 786 738 532 1357 

3 Sample 
& 

3.6 19.6 17.7 16.6 12.0 30.5 

4 Cumulative 
% 

3.6 23.2 40.9 57.5 69.5 100.0 

5 Model AL 
Cumulative % 

2.8 20.7 39.5 57.9 71.0 100.0 

6 Model AL 
 % 

2.8 17.9 18.8 18.4 13.1 29.0 

7 Model  AP 
Cumulative % 

2.2 20.6 39.5 57.6 70.6 100.0 

8 Model  AP 
 % 

2.2 18.4 18.9 18.1 13.0 29.4 

9 Model  BL at  means  
Cumulative % 

1.3 15.7 38.4 63.2 78.9 100 

10 Model BL at 
means (%) 

1.3 14.4 22.7 24.8 15.7 21.1 

  



  

Table 4: Definitions of variables and summary statistics  used in the models of Table 5  
 
Variable Description and summary statistics 
Level 1: Pupil  
Gender  1, Male  (50.3%); 2,  Female (49.7%) 
Free school meals 1, Eligible for free school meals  (38.3%); 2, Not eligible (61.7%) 
Nursery 1, Previous nursery education (66.5%); 2, Others (33.5%) 
Centred Age Age in months centred on 86 months at KS1 testing  ( st. dev.=3.5) 
  
Ethnic-Language 
dummies 

Fourteen compound categories were frormed from ten ethnic groups 
and twelve first languages. The base for dummies is White with all 
languages ( 59.0%). Only 0.3% of children were White with languages 
other than English  

EthLang2 1, Afro-Caribbean-English ( 7.1%);  0, Others 
EthLang3 1, Afro-Caribbean-not English ( 0.4%);  0, Others 
EthLang4 1, Other ethnic groups-English ( 5.1%);  0, Others 
EthLang5 1, Pakistani–not English ( 16.0%);  0, Others 
EthLang6 1. Indian-Hindi (0.1%), 0, Others 
EthLang7 1, Indian-Punjabi (5.8%), 0, Others 
EthLang8 1, Indian-othe languages not English (1.0%); 0, Others 
EthLang9 1, Bangladeshi-not English (4.0%); 0, Others 
EthLang10 1, Arabic-not English (0.5%); 0, Others 
EthLang11 1, Chinese-not English (0.2%); 0, Others 
EthLang12 1, Vietnames-not English (0.2%); 0, Others 
EthLang13 1, Mixed race-not English (0.5%); 0, Others 
EthLang14 1, Other ethnic groups -not English (0.2%); 0, Others 
  
Level 1: School  
baseline aggregate Average of seven percentages of children in school  at level 2 or 

above on each basline assessment 
Free school meals 
context  

Percentage of chldren eligible for free school meals 

 



  

Table 5. Parameter estimates for two-level ordered category models for KS1 Reading Test 
Estimated standard errors are  in parentheses: An extra-multinomial parameter φ  has been 
fitted. 
 

Fixed  Model AL Model AP Model BL Model BP Model CL 
θ(1) -3.56 (0.11) -2.00 (0.06) -4.35 (0.14) -2.46 (0.08) -4.54 (0.12) 

θ(2) -1.34 (0.08) -0.82 (0.05) -1.68 (0.12) -1.00 (0.06) -2.22 (0.09) 

θ(3) -0.43 (0.08) -0.27 (0.05) -0.47 (0.11) -0.28 (0.06) -1.24 (0.09) 

θ(4)  0.32 (0.08) 0.19 (0.05)  0.54 (0.11)  0.30 (0.08) -0.44 (0.09) 

θ(5)  0.90 (0.08) 0.54 (0.05)  1.32 (0.11)  0.76 (0.06)  0.61 (0.09) 

Baseline assessment:      

Spelling    0.21 (0.04)  0.12  (0.03)  

Reading    0.35 (0.04)  0.20 (0.03)  

Writing    0.21 (0.04)  0.13 (0.03)  

Number    0.80 (0.04)  0.46 (0.03)  

Algebra    0.32 (0.04)  0.18 (0.03)  

Shape and Space    0.02 (0.04)  0.01 (0.03)  

Handling data    0.28 (0.04)  0.16 (0.03)  

      

Gender      -0.61 (0.05) 

Free School Meals     -0.71 (0.06) 

Nursery      0.23 (0.06) 

Centred Age      0.10 (0.07)  

      

EthLang2     -0.01 (0.12) 

EthLang3      0.14 (0.44) 

EthLang4      0.27 (0.13) 

EthLang5     -1.10 (0.11) 

EthLang6      0.51 (0.85) 

EthLang7     -0.44 (0.14) 

EthLang8     -0.06 (0.27) 

EthLang9     -1.28 (0.17) 

EthLang10     -1.09 ( 0.41) 

EthLang11      0.55 (0.62) 

EthLang12      2.02 (1.05) 

EthLang13     -0.34 (0.39) 

EthLang14      0.43 (0.65)  

      

      

Random effects       

School variance: 2ˆuσ  0.581 (0.086) 0.201 (0.031) 1.233 (0.177) 0.387 (0.058) 0.301 (0.052) 

School % of  residual 
variance in lv model 

15.0 16.3 27.2 27.9 8.4 

Approximate reduction 
in  level 1 logistic latent 
variance from model AL 

-- -- 72% -- 71% 

Approximate rescaled 
school variance using 
AL model logistic  CMS 
scale 

0.581 --- 0.880 -- 0.216 

Extra-multinomial      

φ̂  0.968 (0.010) 0.988 (0.009) 0.956 (0.009)  1.091 (0.008) 0.960 (0.009) 

      

-2 log-likelihood 7680.70 7168.52 -3045.7 1   



  

 



  

 
Fixed  Model  DL Model EL 
θ(1) -4.90 ( 0.16) -4.96 ( 0.14) 

θ(2) -2.20 ( 0.13) -2.27 ( 0.11) 

θ(3) -0.97 ( 0.13) -1.03 ( 0.11) 

θ(4)   0.06 ( 0.13) -0.01 ( 0.10) 

θ(5)   0.85 ( 0.13)  0.79 ( 0.10) 

Baseline assessment:   

Spelling  0.21 ( 0.04)  0.20 ( 0.04) 

Reading  0.35 ( 0.04)  0.36 ( 0.04) 

Writing  0.15 ( 0.04)  0.17 ( 0.04) 

Number  0.80 ( 0.04)  0.79 ( 0.04) 

Algebra  0.30 ( 0.04)  0.30 ( 0.04) 

Shape and Space  0.02 ( 0.04)  0.04 ( 0.04) 

Handling data  0.28 ( 0.04)  0.29 ( 0.04) 

   

Gender  -0.46 ( 0.06) -0.45 ( 0.06) 

Free School Meals -0.41 ( 0.06) -0.39 ( 0.06) 

Nursery -0.08 ( 0.07) -0.08 ( 0.07) 

Centred Age  0.01 ( 0.01)   0.01 ( 0.01) 

   

EthLang2 -0.09 ( 0.12) -0.10 ( 0.12) 

EthLang3  0.15 ( 0.49)  0.21 ( 0.48)    

EthLang4  0.22 ( 0.13)  0.21 ( 0.13)  

EthLang5 -0.25 ( 0.13) -0.28 ( 0.12) 

EthLang6  1.12 ( 0.87)   1.15 ( 0.86) 

EthLang7  0.07 ( 0.15)  0.04 ( 0.14) 

EthLang8 -0.08 ( 0.29) -0.12 ( 0.29)  

EthLang9 -0.29 ( 0.19) -0.29 ( 0.18) 

EthLang10 -0.26 ( 0.42) -0.32 ( 0.41) 

EthLang11  1.09 ( 0.67)   1.11 ( 0.68) 

EthLang12  2.78 ( 1.04)  2.69 ( 1.04) 

EthLang13  0.24 ( 0.40)  0.22 ( 0.40) 

EthLang14  0.04 ( 0.68)  0.02 ( 0.69) 

   

School contexts:   

  Baseline aggregate  0.83 ( 0.09) 

  Free school meals context  0.38 ( 0.06) 

 
 

  

Random   

School variance: 2ˆuσ  1.112 (0.161) 0.522 (0.08) 

School % of  residual 
variance in lv model 

25.2 13.7 

Approximate reduction in  
level 1 logistic latent 
variance from model AL 

69% 68% 

Approximate rescaled 
school variance using AL 
model logistic CMS  scale 

0.764 0.355 

Extra-multinomial   

φ̂  0.952 (0.012) 0.943 (0.009) 

   

-2 log-likelihood -4070.51 -4504.31 



  

 



  

Table 6: 'Chances' distributions:  Predicted percentage distributions over KS1 Reading Levels 
for some  combinations of baseline assessment levels 
 

Six Baselines at Level 1 with 
Number  at Level 

Six Baselines at Level 2 
with  Number at Level 

KS1 
Reading 
Level 

Empirical 
Overall 
Percent 0 1 2 0 1 2 

0   3.6   8.5  3.2  1.1  1.1  0.4  0.1 
1 19.6 38.9 25.6 12.3 12.6  5.0  1.8 
2C 17.7 21.2 21.2 17.8 18.0 10.1  4.3 
2B 16.6 15.4 17.6 17.6 17.6 15.2  8.6 
2A 12.0  7.7 12.6 13.6 13.6 13.7 11.1 
3 30.5  8.3 19.8 37.4 36.9 55.5 74.1 

 



  

 
Table 7 Parameter estimates for cross-classified models for attainment in ten point categories 
for secondary schools in Fife, Scotland ( estimated standard errors in parentheses)  
 
Points-scored  linear models 
  
 Equal interval 

standardised 
response. 
 variance 

components  

Equal interval 
standardised 

response   
with  control  

Standardised 
Conditional Mean 

Normal Scores 
variance 

components 

Standardised 
Conditional Mean 

Normal Scores 
with control 

Fixed effects     
Intercept -0.0571 ( 0.0519) -0.0651 ( 0.0217) -0.0537 ( 0.0564) -0.0152 ( 0.0219) 
STVRQ   0.6959 ( 0.0212)   0.6892 ( 0.0121) 
     
Random effects 
variance 

    

Secondary Schools  0.0372 ( 0.0144)  0.0012 ( 0.0027)  0.0354 ( 0.0168)  0.0013 ( 0.0024) 
Primary Schools  0.1202 ( 0.0212)    0.0291  (0.0064)  0.1208 ( 0.0213)  0.0321 (0.0067) 
Pupils   0.8671 ( 0.0214)  0.4548 ( 0.0112)  0.8670 ( 0.0214)  0.4602 (0.0113) 
 
Ordered category probit models 
  
 Column (1) 

Without STVRQ 
control 

PQL2 Estimates 

Column (2) 
With t STVRQ 

control 
PQL2 Estimates 

Column (1) 
rescaled to have 
same level 1 lv 

variance as 
estimated in 

parallel Normal 
CMS model 

estimates only 

Column (2) 
rescaled to have 

same level 1  
lv variance as 
estimated in 

parallel Normal 
CMS model 

esimates only 
Fixed effects     

1θ  -2.074 ( 0.081) -2.893 ( 0.079) -1.931 -1.962 

2θ  -0.796 ( 0.066) -1.240 ( 0.045) -0.741 -0.841 

3θ  -0.382 ( 0.065) -0.647 ( 0.042) -0.376 -0.439 

4θ  -0.118 ( 0.065) -0.264 ( 0.040) -0.110 -0.179 

5θ   0.120 ( 0.065)  0.087 ( 0.039)  0.112  0.059 

6θ   0.313 ( 0.065)  0.374 ( 0.040)  0.291  0.254 

7θ   0.505 ( 0.065)  0.658 ( 0.041)  0.470  0.446 

8θ   0.715 ( 0.066)  0.965 ( 0.043)  0.660  0.655 

9θ   1.021 ( 0.067)  1.396 ( 0.046)  0.950  0.945 

STVRQ   1.112 ( 0.029)   0.754 
     
Random effects 
variance 

    

Secondary Schools  0.0450 ( 0.0212)  0.0030 ( 0.0063)  0.0390  0.0014 
Primary Schools  0.1555 ( 0.0269)  0.0526 ( 0.0156)  0.1348  0.0242 
        
After approx re-
scaling by x=0.58% 

    

Secondary schools  0.0017   
Primary schools  0.0305   
Extra-multinomial     
φ    1.174  ( 0.0119)   



  

Table 8: Predictions of  'chances' of  ten ordered categories of attainment from probit model at 
mean, lower quartile  (LQ)  and upper quartile (UQ) of the initial Verbal Reasoning  Test ( 
STVRQ) 
 
                Points categories of attainment: % distribution 
 
STVRQ 

1 2 3 4 5 6 7 9 9 10 

LQ 1.6 29.2 22.8 14.6 11.3 7.2 5.2 3.7 2.8 1.6 

Mean 0.2 10.6 15.1 13.7 13.9 11.1 9.9 8.8 8.6 8.1 

UQ 0.0 2.2 5.6 7.2 9.7 10.9 11.0 12.2 15.7 26.5 

  



 

Table 9  Parameter estimates for cross classified and weighted random effects models for 

for post compulsory school  aged students. The response is the six point graded result of a 
subject entry. There are 3717 entries  within 317 sub
The number of teachers involved is 145. ( estimated standard errors of parameter estimates 
are in parentheses) The base  for Subject Group dummies is Social Sciences. The base for  

d Further Education College: FEC, TC, SFC denotes 
Further Education, Tertiary and Sixth Form Colleges 
 
 

teaching 
group model

Teaching 
group model

Base model 

random 
effects

Model with 
student 

effects 

with student 
and 

ghted 
teacher 

 

Model with 

weighted 
teacher 

 

Fixed effects     

1θ  -  -  -  -  -  -  

θ -0.73 ( 0.06) -0.47 ( 0  -  -  -  -  

θ  0.17 ( 0.06)   0.21 ( 0.06) 0.45 ( 0.26)  0.53 ( 0.28)

4θ   1.08 ( 0.06) 1.67 ( 0.28)  1.35 ( 0.27) 1.09 ( 0.08) 1.58 ( 0.28) 

5θ   2.48 ( 0.08) 3.32 ( 0.29) 2.34 ( 0.07) 2.75 ( 0.28) 2.48 ( 0.09) 3.20 ( 0.29) 

       
STGC:GCSE score 
at enry to A Level 
Standardised  

 1.33 ( 0.05)  1.21 ( 0.06)  1.32 ( 0.05) 

STGC squared  0.27 ( 0.02)  0.22 ( 0.03)  0.27 ( 0.02) 
Female Gender   -0.12 ( 0.05)  -0.07 ( 0.08)  -0.14 ( 0.07) 
Interaction of STGC 
and Gender 

 -0.18 ( 0.06)  -0.14 ( 0.08)  -0.20 ( 0.06) 

SUBJECTS:       
Art, Design & 
Technology 

 -0.08 (0.20)  -0.06 ( 0.19)  -0.05 ( 0.21) 

Mathematics  -0.40 ( 0.17)  -0.60 ( 0.19)  -0.17 ( 0.24) 
Sciences  -0.38 ( 0.16)  -0.48 ( 0.15)  -0.41 ( 0.18) 
Humanities  0.12 ( 0.16)  0.04 ( 0.15)  0.13 ( 0.18) 
Languages  -0.49 ( 0.23)  -0.46 ( 0.21)  -0.27 ( 0.26) 
General Studies  -0.52 ( 0.40)  -0.52 ( 0.34)  -0.44 ( 0.38) 
       
COLLEGES:       
Large FEC  0.16 ( 0.29)  0.14 ( 0.29)  0.34 ( 0.39) 
Medium sized TC  0.99 ( 0.30)  0.81 ( 0.30)  0.89 ( 0.31) 
Small SFC  0.85 ( 0.31)  0.83 ( 0.32)  0.70 ( 0.34) 
Medium sized SFC  -0.12 ( 0.29)  -0.12 ( 0.28)  -0.59 ( 0.34) 
Large SFC  0.58 ( 0.26)  0.46 ( 0.27)  0.33 ( 0.29) 
       
Random effects 
Variance 

      

Teaching groups 
 
% of lv  residual 
variance  

0.7083 
(0.0785) 

 
17.7 

0.7308 
(0.0807) 

 
18.2 

0.5109 
( 0.0607) 

 
9.4 

0.5412 
( 0.0620) 

 
10.7 

0.2145  
(0.0711) 

 
5.2 

0.1282  
(0.0614) 

 
3.1 

Students 
 
% of lv  residual 
variance 

  1.6402  
(0.0933) 

 
30.1 

1.22 
(0.0766) 

 
24.1 

0.2792  
(0.1164) 

 
6.7 

0.2412  
(0.1138) 

 
5.9 

Teachers 
 
% of lv  residual 
variance 

    0.3491 
(0.1623) 

 
8.4 

0.4521 
(0.1581) 

 
11.0 

       
       
Extra- multinomial  0.953 

(0.010) 
0.955 

(0.010) 
0.696 

(0.006) 
0.685 

(0.006) 
0.955 

(0.010) 
0.971 

(0.010) 
       
 



  

 
 
 
Figure 1:  School estimated residualeffects for Model BL in 
rank order; Bands are residual +/- 1.4 estimated standard 
errrors 


